Practical Online Retrieval Evaluation
Part 1

Filip Radlinsk(Microsoft)
YisongYue(CMU)



Retrieval Evaluation Goals

Baseline Ranking Algorithm

Personalized Search
Personalized Search » Personalized Web Search Personalized Web » Data Integration in Web
Data Extraction System Personalized Web Search J | -R ONG ..
research microsoft.com/pubs/79334/publishedversion_pdf - POF file

A personalized search research based on vocabulary semantic net
Along with the fast developing of network technology, the number of Web page and yg
search become very enormous. In order to solve the problem of ..
portal_.acm.org/citation.cfm?id=1794768

Zakta — Personalized Social Search Engine - edit search, fire
Zakta, unlike other social search engines, can be considered as a * Personal Resé
its ability to dig deeper to get the required information and __.
techpp.com/2009/10/15/zakta-personalized-social-search-engine

Related Searches for personalized search research

Disable Personalized Search
Personalized Search Results
Personalization Business

Ontology-based Personalized S...
Bing Personalized Search
Personalized Search Engines

Personalized search - Wikipedia, the free encyclopedia

Personalized search refers to search experiences . specific groups of people, personalized search
depends on a user profile that is unigue to the individual. Research .
en.wikipedia.org/wiki/Personalized_Search

Research from Microsoft: Personalized Search, Determining a Query ...

The other day | posted about a paper presented at the SIGIR conference a few week's ago. Apparently,
that got Findory CEOQ, Greg Linden, looking for ather__
blog_searchenginewatch.com/blog/050826-121640

Adapting SEO for Personalized Search

Ok, but seriously, the last round of personalized search research we did here on it seems to suggest
that a lot of the personalization, in relatively new query ...

www _searchenginejournal com/adapting-seo-for-personalized-search/22207

Goals: Practicality,

Which is better?

My Research Project

ACM SIGIR Special Interest Group on Information Retrieval Home Page
Welcome to the ACM SIGIR Web site. ACM SIGIR addresses issues ranging from theory to user
demands in the application of computers to the acquisition, organization ...

wWww_sigir.

earch via Automated Analysis of Interests and ...

b via Automated Analysis of Interests and Activities Jaime Teevan MIT, CSAIL 32
ambridge, MA 02138 USA tee van@csail. mit. edu Susan T ...
-usfum/people/sdumais/SIGIR2005-Personalized Search_pdf - POF file

Personal

gmy for personalized search

sonalized search framework to utilize folksonomy for ... SIGIR 058 Proceedings of
grnational ACM SIGIR conference on Research

O/citation cfm?id=1390363

31st annua
portal.acm,

Susan Dumais Homepage

Research Activities: | am interested ... issues, including: personal information management, web
search ... and prospective. SIGIR 2010 Desktop Search Workshop ...
research.microsoft. com/en-us/um/people/sdumais

Personalized search - Wikipedia. the free encyclopedia

Personalized search refers to search experiences ... Research systems that personalize search
results model their users in _.. to personalize global Web search”. SIGIR: 287 ...
en_wikipedia.org/wiki/Personalized_Search

Auehua's Publications

Proceedings of 2003 ACM Conference on Research and Development on Information Retrieval
(SIGIR'2003), pages 377-378. pdf ppt; Demos. UCAIR Toalbar: A Personalized Search ...
sifaka.cs. uiuc.edufxshen/publication_html

Event: IR

SIGIR is the major international forum for the presentation of new research results and for the
demonstration of ... summarization, task models, personalized search ...
portal.acm.org/browse_dl.cfm?linked=1&part=series &idx=SERIES273&coll=ACM&dI=ACM

Correctness, Efficiency



Retrieval Evaluation Goals

A Practicality
iLT LQY | NBaSkNDKSNI gA 0K
this evaluation method in practice?

A Correctness

I If my evaluation says that my ranking method is better
than a baseline, would users really agree?

iLT Y& SgI f dz (’J)\Z;f aleéea (K
better than the baseline, is that true?

A Efficiency

I | want to make the best use of my resources: How do
| best trade off time/cost and sensitivity to changes?



Evaluation
Two types of retrieval evaluation:

AGhTFEAYS SOl fdzd GA2YE
Ask experts or users to explicitly evaluate your
retrieval system. This dominates evaluation today.

AdhytAyS SgIFfdzt GAZYE
See how normal users interact with your retrieval
system when just using It.



Do we need online evaluation?

A Traditional offline evaluation: Th@ranfieldapproach
I Sample some real representative queries
I Run them against a number of systems

I Judge the relevance of (top) documents versus (inferred)
Information needs

A More often: Assume that somebody else has done thi
ialyeé 3IANRdAzZLJA KIF OSY ¢w9/ X hil {

A Basic evaluation method:

I For my new approach, rank a collection & combine the
judgments into a summary number. Hope it goes up



Do we need online evaluation?

A TheCranfieldapproach isx good idea when

I Some representative query set captures cases that my
research Is trying to address

I Thejudges can give accurate judgments in my setting

I | trusta particularsummary numbe(MAR NDCG, ERR,
w . t Jo adcurately reflects mgiza SNA Q LISNIOSL

ALT OG0KSA&S I B Y Ryappiokcs is @lida ¢
the number might not go up

I Or worse: The number might go up despite my approach
producing worse rankings in practice



Challenges with Offline Evaluation

A Do users and judges agree on relevance?
I Particularly difficult in personalized search research
I Particularly difficult for specialized documents

A Its expensive and slow to collect new data
I Cheaper crowdsourcing (this morning) is sometimes an alternative

A Ambiguous queries are particularly hard to judge realistically
I Which intent is most popular? Which others are important?

A Judges need to correctly appreciate uncertainty

I If you want to diversify web results, how do they know what is most
likely to be relevant?

A How do you identify when relevance changes?
I Temporal changes: Document changes; Query intent changes

A Summary aggregate score must agree with users
I Do real users agree with MAP@1000? NDCG@5? RBP



Challenges with Offline Evaluation

frec Search ‘
Y
About 17,900,000 results (0.12 seconds) Go to Google.com Advanced search

» TREC Eenewable Energy Co-operative

The Toronto Renewable Energy Co-operative (TREC) is a non-profit, environmental co-operative that
develops community-owned renewable energy projects and ...
www._trec.on.cal - Cached - Similar

Text REtrieval Conference (TREC) Home Page

1 Aug 2000 ... An annual information retrieval conference and competition, the purpose of which is to
support and further research within the information ...

trec.nist.gow’ - Cached - Similar

TREC - Home Page

Official site of the Texas Real Estate Commission, the body that governs real estate practices in
the state_ Includes licensing information, laws, ...

www_trec_state tx.us/ - Cached - Similar

TREC - Training Resources for the Environmental Community

TREC's mission is to catalyze the habitat conservation and wilderness protection community in
Western North America to increase its effectiveness in ...

www_trec_org/ - Cached - Similar

TREC 2005 - Programming Languages Group

16 Jul 2007 ... Participants will prepare up to four versions of a filter to run on data using the TREC
Spam Filter Evaluation Toolkit. ...

plg.uwaterloo.ca/~gvcormac/spam/ - Cached - Similar




Challenges with Offline Evaluation

A v dzS Nd@#roduction to ranking boosted decision trées

A Document:
1

Large-scale Learning to Rank using Boosted
Decision Trees

Krysta M. Svore and Christopher J.C. Burges

Abstract

The Web search ranking task has become increasingly important due to the
rapid growth of the internet. With the growth of the Web and the number
of Web search users, the amount of available training data for learning Weh
ranking models has also increased. We investigate the problem of learning
to rank on a cluster using Web search data composed of 140,000 queries and
approximately fourteen million URLs. For datasets much larger than this,
distributed computing will become essential, due to both speed and memory
constraints. We compare to a baseline algorithm that has been carefully

X



Challenges with Offline Evaluation

Av dzZSNEB Y

A Document:

ChalZee

Home
Quizzes
Business
Culture
Entertainment
Health
Lifestyle
Lookup
Politics
SciTech
Sports

Easeball
EBasketball
Football
Golf

Hemmbemnr

GalA 2dzyYL) g2NI R |

: : Over 1
[ Hello! Ask us Anything... Sver
BBl What is the world record 0 0
distance for the ski jump? _
In: Sports ) Uihaiad
Ads by Geogle D
Portland State MBA Online
Top business school in Oregon Accredited. Apply now! +1
www.emba.pdx.edu”
n Bj@rn-Einar Romeren of Norway performed the E:E wg;:s ﬂE

worlds longest ski-jump on 239m at Planica,

Slovenia, March 2005. ChaChal

Answered - 120 days ago at 3:04pm on Feb 18 2011

Ads by Google

Ski Shop Getboards.com

Twintip skis, Freestyle Skis Line, Armada, K2, Dynastar, Rossi
www. GetBoards com



Tutorial Goals

A Provide an overview of online evaluation
ihytAyS YSUNROaAY 2KIG @g2N]a 6K
I Interpreting user actions at the Document or Ranking level
I Experiment Design: Opportunities, biase®l challenges

A Get you started in obtaining your own online data
i12¢g 02 NBFfAaGAOLIffe a0S GKS :
I Endto-End: Design, Implementation, Recruitment and Analysis
I Overview of alternative approaches

A Present interleaving for retrieval evaluation
I Describe ongarticular online evaluation approach in depth
I How it works, why it works and what to watch out for
I Provide a reference implementation
I Describe a number of open challenges

A Quick overview of using your online data for learning



Outline

A Part 1: Overview of Online Evaluation
I Things to measure (e.g. clicks, mouse movements)
I How to interpret feedback (absolute vs. relative)
I What works well in a smadicale setting?

(Break)

A Part 2: Eneto-End, From Design to Analysis

(Break)
A Part 3: Open Problems in Click Evaluation

A Part 4: Connection to Optimization & Learning



Online Evaluation

Key Assumption: Observablgser behavior reflects relevance

A Implicit in this: Users behave rationally

I Real users have a goal when they arrive at an IR system
At KSe | NBYyQuUu 2dzaid o0 2 NRahdomly & LIA y 3

I They consistently work towards that goal
AlYy ANNBt SOlFIyd NbadzZ & R2SayQid R

i ¢CKSe TNBYQU GNEBAYI (02 0O2Y T

A Most users are not trying to provide malicious data to the system



Online Evaluation

Key Assumption: Observablgser behavior reflects relevance

ACKAA FaadzYLIiA2y 3IADSEA dza ¢
Real userseplace the judgedNo ambiguity in information need,;
Users actually want results; Measure performamcereal queries

A But introduces a major challenge
2S OFyQli GUNYAY GKS dzaASNAY | 296
Real user behavior requires careful design and evaluation

A And a noticeable drawback
51 0 Aé)/Ql'j ONROAL ff& NBdzal 6f S



What i1s Online Data?

A A variety of data can describe online behavior

I Urls Queriesand Clicks
ABrowsing Stream: Sequence of URLSs users visit
AlIn IR: Queries, Results and Clicks

I Mousemovement
AClicks, selections, hover
A The line between online and offline is fuzzy
I Purchase decisions: Ad clicks to online purchases
I Eye tracking
I Offline evaluation using historical online data



Online Evaluation Designs

A We have some key choices to make:
1. Document Level or Ranking Level?

Document Level RankingLevel

| want to know about thedocuments | ammostly interested in therankings

Similarto the Cranfieldr LILINR I OK L QYQRI NBAAYST (2 SOOI f
to find out the quality of each document. R2 y Q&0 ySSR (42 06S |
individual documents.

2. Absolute or Relative?

| want a score on an absolute scale | ammostly interested in a comparison

Similarto the Cranfieldr LILINR I OK:L G Qa Sy 2dzZaK AT L 1
number that | can compare to many which ranking, is better. Its not necessal
methods, over time. to know the absolute value.



Online Evaluation Designs

frec Search

About 17 500,000 results (0.12 seconds) Go to Google.com Advanced search

» TREC Renewable Energy Co-operative

The Toronto Renewable Energy Co-operative (TREC) 15 a non-profit, environmental co-operative that
develops community-owned renewable energy projects and ...
www_trec_on._cal - Cached - Similar

Text REtrieval Conference (TREC) Home Page

1 Aug 2000 ... An annual information retrieval conference and competition, the purpose of which is to
support and further research within the information ...

trec._nist.gov/ - Cached - Similar

TREC - Home Bage
Dfficial site of th

ofcalste oft R DocumentLevel feedback
- trec. state A E.g., click indicates document is relevant

TREC - Traif A Documentlevel feedback often used to define

Western North 4 retrieval evaluation metrics.
www trec.org/ -
EEC 20054 A Rankingevel feedback

ul 2007 ... A

Slpam;igﬁ; DE:cj A E.g.dlick indicates resulset is good
e ‘ A Directly define evaluation metric for a resisit.




Experiment Design

Ask users to come to the lab, where A

o . Controlled Task
they perform a specific task while you A ControlledEnvironment
record online behavior.

Example Users sit in front of an eye tracker while finding the answers to
questions using a specific searchengiBespkaS G | £ * { LDLw Qnn 8

ControlledTask Field Study

Ask volunteers to complete specific A Controlled Task
task using your system but on their A Uncontrolled Environment
computer.

Example Crowdsourcingasks (tutorial this morning)

GeneralUsageField Study

Ask volunteers to use your system for A Uncontrolled Task
whatever they find it useful foover a A Uncontrolled Environment
longer period of time

Example TrackOdzZNB 2 NJ L2 AAGA2Y 2y ©6S0 &SI NOK |



Concerns foEvaluation

A Key Concerns:
I Practicality
I Correctness
I Efficiency (cost)

A Practical for academic scale studies
I Keep it blind: Small studies are the norm
I Must measure something that real users do often
i/ FyQil KdzZNI NBf SOFyOS (22
I Cannot take too long (too many queries)



Interpretation Choices

Absolute Relative
ClickRate, _ _
Document Level | Cascade Models, ClickSkip,
X FairPairs
Abandonment,
Reciprocal Rank, . _
Ranking Level Time to Click, ISr:?;rlzi\frI]de’
PSkip g

X



Absolute Document Judgments

A Can we just look at the clicked results and take them tc
be relevant?

I This would provide a relevance dataset, after which we rur
a Cranfieldstyle evaluation

A A variety of biases make this difficult

I Position Bias:
Users are more inclined to examine and click on higheked
results

I Contextual Bias:
Whether users click on a result depends on other nearby results

T Attention Bias:
Users click more on results which draw attention to themselves



Position Bias

Hypothesis: Order of presentation influences where users
look, but not where they click!

60%

More relevant

50%
40% /

30%

20%
0% — : ‘

1 2 1 2

Probability of Click

/ normal swapped \
Normal: o Swapped:
D223df SQa 2 NRSNJ Order of top 2
of results results swapped

[Joachims et al. 2005, 2007



Position Bias

Hypothess—e+der of presentation influereeswiere users
ettt IOl Where tTey-ehe

60%

More relevant

50%
40% /

30%

20%
0% — : |

1 2 1 2

Probability of Click

normal swapped

D Userss LILISE NI 2 KIF @S G NHza
rank the most relevant result first.

[Joachims et al. 2005, 2007



# times rank selected

What Results do Users View/Click?

180 B # times result selected

- . . =+ 0.9
160 O time spent in abstract

140 - T i
i

120 - 707 &
100 - 1 “é
80 - . Lo 8
T 104
60 - 103 E
40 - - 102
20 Lo T

i T |¢| | : 1 0.1
0 A ' ' == 0

1 2 3 4 5 & 7 8 9 10 11

Rank of result

[Joachims et al. 2005, 2007



Which Results are Viewed Before Clicl

,Clicked Link

100
—J
90

80
70
60
50
40
30
20

10
O I I I I I 1 1 I_I I_I

1 2 3 4 5 6 7 8 9 10
Rank of Result

DUsers typically do not look at lower results before they
click(except maybe the next result)

Probability Result was Viewed

[Joachims et al. 2005, 2007



Quality-of-Context Bias

Hypothesis: Clicking depends only on the result itself, but
not on other results.

Rank of clicked link as
sorted by relevance judge$

Normal + Swapped 2.67
Reversed 3.27
Reversed:

Top 10 results in
reversed order.

[Joachims et al. 2005, 2007



Quality-of-Context Bias

HypotheSTs—€Hhsking.depends onlyor-tre-resUll itself, but
REt-OTT OLher results.

Rank of clicked link as
sorted by relevance judges$

Normal + Swapped 2.67
Reversed 3.27

Fb Users click on less relevant results, if they are
embedded between irrelevant results.

[Joachims et al. 2005, 2007



Correcting for Position
(Absolute / Document.evel)

A How to model position bias?

Position Models Cascade Models

Clicksdepend on relevance and position Users eamineranking sequentially

Each rank position has some independer Users scan down the ranking until finding
probability of being examined. relevant document to click on.

A What is the primary modeling goal?

Insightinto User Behavior Estimating Relevance

Model parameters can be used to Directly estimate the relevance of
interpret how users behave documents (or quality of rankings)

at2aA0A2y o0AlL& ISy a! Of AOISR R20dzZYSy
FY2dzyd G NIXyl mMED LINPOFOAfAOE 2F 0SA
relevance estimation of documents. directly shed insight on user behavior.



Examination Hypothesis
(Position Model)

A Users can only click on documents they examine
I Independent probability of examining each rank

Pr(Click=1|doc, rank) = Pr(Rel . =1)" Pr(E,,, =1)

I Straightforward to recover prob. of relevance

I Extensions possible
AEg.Dupret& Piwowarsk2008

I Requires multiple clicks on the same
document/query pair (at different rank positions

IS helpful)
[Richardson et al. 200Craswelkt al. 2008 Dupret& Piwowarsk2008]



Logistic Position Model
(Position Model)

1
1+ eXp(- A joc brank)

Pr(Click =1|doc, rank) =

I Removes independence assumption
i {fONI AIKGF2NBIFNR (2 NBO
I Requires multiple clicks on the same

document/query pair (at different rank positions
helpful)

[Craswelkt al. 2008Chapelle& Zhang 2009]



Clicks Over Expected Clicks
(Position Model)

0.9 -
0.8 -
0.7
0.5 S
0.5 4
0.
0.3 1
0.2

“;HHﬂﬂﬂﬂﬂﬂﬂﬂﬂﬂnnnnnnnnnnnnnnn

1 2 5 7 @ 11 13 185 17 189 21 23 25 27 29
result position

Rdative Qlick Frecpercy

Figure 3.1: Relative click frequency for top 30 result
positions over 3,500 queries and 120,000 searches.

[Agichteinet al 2006a Zhang & Jones 200Chapelle& Zhang 2009]



Clicks Over Expected Clicks
(Position Model)

1

= PTR=1
mPTR=2
OPTR=3
OFTR=5

o8 mPTR=10
0.5 1 O Background

0.9 1

0.2

0.7 A

0.4 A

1

relative didc frequency

result position

Figure 3.2: Relative click frequency for queries with varying
PTR (Position of Top Relevant document).

[Agichteinet al 2006a Zhang & Jones 200Chapelle& Zhang 2009]



Clicks Over Expected Clicks
(Position Model)

016

014 [ = PTR=1

012 1 W PTR=2
g 0.1 7 OPTR=3
¥ 9087 O PTR=5
5 006 -
2 W PTR=10
g 0.04 1
€ po2 -
g . . g —— 8
g —
E_D'Dz i 2 3 5 10

-0.04 +

006

result position

Figure 3.3: Relative corrected click frequency for relevant
documents with varying PTR (Position of Top Relevant).

[Agichteinet al 2006a Zhang & Jones 200Chapelle& Zhang 2009]



Cascade Model

A Assumes users examines results-twn

1. Examines result
2. If relevant: click, end session
3. Else: go to next result, return to step 1

Pr(Click =1)=Pr(rdl, =2) O (- Pr(Rel, =1))

i<

I Probability of click depends on relevance of
documents ranked above.

I Also requires multiple query/doc impressions

[Craswelket al. 2008]



Cascade Model Example

Pr(Click, =1) =Pr(rel, =2) O (1- Pr(Rel, =1))
i<j
500 users typed a query
A 0 click on resulfin rank 1
A 100 click on resuBin rank 2

A 100 click on resulEin rank 3

Cascade Model says:

A 0 of 500 clicked\ C rel,=0

A 100 of 500 clicke& C rel;= 0.2

A 100 of remaining 400 clicke@C rel.= 0.25



Dynamic Bayesian Network
(Extended Cascade Model)

A Like cascade model, but with added steps
1. Examines result at rank |

2. |If attracted to result at rank |:
A Clicks on result
A If result is relevant, ends session

3. Otherwise, decide whether to abandon session
4. Ifnot,ja j+1,gotostepl

I Can model multiple clicks per session
I Distinguishes clicks from relevance
I Requires multiple query/doc impressions

[Chapelle& Zhang 2009]



Dynamic Bayesian Network
(Extended Cascade Model)

[Chapelle& Zhang 2009]



Performance Comparison

0.18 A T T T
——Logistic
0.16 | —=—Examination
——DBN
01411 ___cascade
0.12p| = COEC
w Ofp— T
=008 = T
0.06f T 7
0.04r
0.02r
00 I IIIH”I‘I I II””IIQ IHHI3 I III”HI‘I
10 10 10 10 10

Minimum number of sessions

A Predictingclickthroughrate (CTR) on top result
A Models trained on query logs of largeale search engine

[Chapelle& Zhang 2009]



Estimating DCG Change Using Click

A Model the relevance of each doc as random variable
T l.e., multinomial distribution of relevance levels

p(X > ajlq, c)
p(X < a’j'Q) C)

¢ ¢

log = o + fg + Z Bici + Z BikCiC
1=1 1<k

I X =random variable

I a = relevance level (e.g.;5)

I c=click log for query q

i/ Fy 0S dzaSR 42 YSI &adz2Nd t on
I Requires expert labeled judgments
[Carterette& Jones 2007]



Estimating DCG Change Using Click

Confidence 0.5-06 | 06-07 | 07-08 | 0.8—09 | 09-0.95 | 0.95-1.0
Accuracy clicks-only 0.522 0.617 0.734 0.818 — —
Accuracy 2 judgments 0.572 0.678 0.697 0.890 0.918 0.940

A Plotting accuracy of predicting better rankimgmodel
confidence,i.et on5/)D ¢ n

A Trained using Yahoo! sponsored search logs with relevance
judgments from experts

A About 28,000 expert judgments on over 2,000 queries

[Carterette& Jones 2007]



Absolute Document Judgments (Summary

A Joint model of user behavior and relevance
I E.g., how often a user examines results at rank 3

A Straightforward to infer relevance of documents

T Need to convert document relevance to evaluation metric

A Requires additional assumptions
I E.g., cascading user examination assumption

A Requires multiple impressions of doc/query pair
il aLISOALFE OFas zT,dgyKryéA
FYR . NRgasS [23a8¢ Gdzi2 NN f
I May be impractical at small scales



Absolute Rankingievel Judgments

A Documentlevel feedback requires converting
judgments to evaluation metric (of a ranking)

A Rankingevel judgments directly define such a
metric

Abandonment Rate ReformulationRate
Queries per Session Clicks per Query
Clickrate on firstresult Max Reciprocal Rank
Time to first click Time to last click

% of viewed documents skippeplSkip

[Radlinsket al. 2008]



Absolute Rankingievel Judgments

A Benefits

I Often much simpler than document click models

I Directly measure ranking quality: Simpler task
requires less data, hopefully

A Downsides
i/ FyQid NBIFIfftée SELX LAY GKS
A Never get examples of inferred ranking quality

A Different queries may naturally differ on metrics: counting
on the average being informative

I Evaluations over time need not necessarily be
comparable. Need to ensure:
A Done over the same user population
A Performed with the same query distribution
A Performed with the same document distribution



Monotonicity Assumption

A Consider two set of results: A & B
I Ais high quality
I B is medium quality

A Which will get more clicks from users, A or B?

I A has more good results: Users maybere likely to click
when presented results from A.

I B has fewer good results: Users may need to clickiore
results from ranking B to be satisfied.

A Need to test with real data

I If either direction happens consistently, with a reasonable
amount of data, we can use this to evaluate online



Testing monotonicity on ArXiv.org

A This is an academic search engine, similar to ACM
digital library but mostly for physics.

A Real users looking for real documents.

A Relevance direction known by construction
ORIG> SVAR2 > S/AH

AORIG Handtuned ranking function Do all pairwise tests:

ASvAR2: ORrIGwith 2 pairs swapped Each retrieval function
A Snar4: ORIGWIth 4 pairs swapped used half the time.
ORIG > H.AT> RAND

AORIG Handtuned ranking function, over many fields
AFLAT No field weights

ARaND: Top 10 ofiAtrandomly reordered shuffled
AEvaluation on 3500 x 6 queries

[Radlinsket al. 2008]



Absolute Metrics

Name Description HypothesizedChange
as Quality Falls

Abandonment Rate %of queries with no click Increase

Reformulation Rate % of queries that are followec Increase
by reformulation

Queries peiSession Session = nmterruption of Increase
more than 30 minutes

Clicks per Query Number of clicks Decrease

Clicks @ 1 Clickson top results Decrease

pSkipfwangS G | f  CProtsdilityof skipping Increase

Max Reciprocal Rank* 1/rank for highest click Decrease

Mean Reciprocal Rank* Mean of 1/rank forall clicks  Decrease
Time to First Click* Second®defore first click Increase
Time to LasClick* Seconddefore final click Decrease

(*) only queries with at least one click count



Evaluation of Absolute Metrics on ArXiv.org

2.5

[Radlinsket al. 2008]



Evaluation of Absolute Metrics on ArXiv.org

A How well do statistics reflect the known quality order?

Evaluation Metric Consistent Inconsistent Consistent Inconsistent

(weak) (EELY) (strong) (strong)

AbandonmentRRate 4 2 2 0
Clicks per Query 4 2 2 0
Clicks@ 1 4 2 4 0
pSkip 5 1 2 0
Max Reciprocal Rank| 5 1 3 0
Mean Reciprocal Ran| 5 1 2 0
Time to First Click 4 1 0 0
Time to Last Click 3 3 1 0

[Radlinski et al. 2008;
Chapelleet al.under revieW



Evaluation of Absolute Metrics on ArXiv.org

A How well do statistics reflect the known quality order?

J Absolute Metric Summary
Abando

Clicks p9 - A None of the absolute metrics reliably

Clicks@ reflect expected order.
pSkip

A Most differences not significant with

Max Rec _

Mean Re thousands of queries.

Timeto} U (These) absolute metrics not suitable
Time to | for ArXivsized search engines with

these retrieval quality differences.

[Radlinski et al. 2008;
Chapelleet al.under revieW



Relative Comparisons

A What if we ask the simpler question directly:
Which of two retrieval methods is better?

A Interpret clicks as preference judgments
I between two (or more) alternatives

A U(f) > U@f) € pairedComparisonTedt, f,) >0

A Can we control for variations in particular user/query?
A Can we control for presentation bias?
A Need to embed comparison in a ranking



Analogy to Sensory Testing

A Suppose we conduct taste experimer @
I Want to maintain a natural usage contex

A Experiment 1: absolute metrics
i 9F OK LI NOAOALI yYiIQa NBFNAIS
A Either Pepsi or Cokarfonymized
I Measure how much participant drinks

A Issues:
i/ FfAONI GAZ2Y OLISNE2YQa 0KAN.
I Higher variance



Analogy to Sensory Testing

A Suppose we conduct taste experimer @ Vs @
i Want to maintain natural usage context |a
i 1

A Experiment 2: relative metrics
i 9F OK LI NOAOALI yYiIQa NBFNAIS
A Some Pepsit) and some Cokés)

I Measure how much participant drinks of each
A (Assumes people drink rationally!)

A Issues solved:
I Controls for each individual participant
I Lower variance



A Taste Test In Retrieval:
Document Level Comparisons

clickthrough data E

Is probab|y Web-Page Summarization Using Clickthrough Data - Microsoft Research
By Jian-Tao Sun, Dou Shen, Hualun Zeng, Qiang Yang, Yuchang Lu and Zheng Chen. In: Proceedings of the

better than tha 28th Annual International ACM SIGIR Conference, August 2005. The ...

research.microsoft. com/apps/pubs/default. azpx?id=565%202 - Mark as spam

Optimizing Search Engines using Clickthrough Data

Optimizing Search Engines uzing Clickthrough Data Thorsten Joachims Corné
Computer Science thaca, NY 148533 USA tj@cs.cornell.edu ABSTRACT ..
woaw . s cornell. edu/Peopleftipublicationsfjoachims_02c.pdf - POF file - Mark az sp

Clickthrough Data

This page shows one keyword best matching your guery, you can find other results here.
academic.research.microsoft. com/Search.azpx?guery=Clickthrough+data - Mark as spam

Smoothing clickthrough data for web search ranking

Incorporating features extracted from clickthrough data (called clickthrough features) has been
demonstrated to significanthy improve the performance of ranking medels for ...
academic.research.microsoft. com/Paper/c432509.aspx - Mark as spam

CiteSeerX — Smoothing Clickthrough Data for Web Search Ranking
CiteSeerX - Document Details (lzaac Councill Lee Gilezs): Incorporating features extracted from
clickthrough data (called clickthrough features) has been demonstrated to ..

citeseerx.ist. peu.edulviewdoc/summanry?doi=10.1.1.150.205& - Mark as =pam

CiteSeerX — How Does Clickthrough Data Reflect Retrieval Quality?
@MISC{Radlinski_howdoes, author = {Filip Radlinski and Madhu Kurup and Thorsten Joachims}, title = {How
Doesz Clickthrough Data Reflect Retrieval Quality?}, vear = {3}

citeseerx.ist peu.edulviewdoc/summary?doi=10.1.1.147 454 - Mark as =pam

[Joachims, 2002]



A Taste Test in Retrieval:

Document Level Comparisons
A There are other alternatives
I Click > Earlier Click
i Last Click > Skip Above

i X
A How accurate are they?
Strategy Accuracy
Inter-Judge Agreement 86.4
Click > Skip Above 78.2 £ 5.6
Last Chck > Skip Above | 80.9 £+ 5.1

Click > Earlier Click 64.3 =15.4
Click > Skip Previous 80.7 £ 9.6
Click > No Chck Next 67.4 £+ 8.2

[Joachims et al, 2005]



A Taste Test in Retrieval:

Document Level Comparisons
A You can only observe that lower > higher

A So randomly reorder pairs of documents

Half the time, show: The other half, show:

Document 2

Document 1

Document 2 % Document 1

owl Rt AYAalA 9



A Taste Test in Retrieval:

Document Level Comparisons
A You can only observe that lower > higher

A So randomly reorder pairs of documents

Half the time, show: The other half, show:

Document 2

Document 1

% What happens %
Document 2 2 more often? A1 ¥

owl Rf AVALA o
A Hybrid approach: Convert pairs to absolute

w! AN g ¢



DocumentLevel Comparisons

A Derive pairwise judgments between documents

A Often more reliable than absolute judgments

I Also supported by experiments on collecting expert judgments
[Carteretteet al. 2008]

A Benefits: reliable & easily reusable
i DAPSE aO02NNBOGé¢ Ay SELISOGE G
I Easy to convert into training data for standard ML algorithms

A Limitations: still a biased sample

I Distribution of feedback slanted towards top of rankings
T Need to turn documentevel feedback into evaluation metric



A Taste Test in Retrieval

Ranking Level Comparisons
A What about getting a preference between rankings?
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Paired Comparisons

A How to create a natural (and blind) paired test?
I Side by side disrupts natural usage context
I Need to embed comparison test inside a single ranking

o.u Presented Ranking




Team Draft Interleaving

Presented Ranking




Team Draft Interleaving

Ranking A
Napa Valley, The authority for lodging...
www.napavalley.com
Napa Valley WineriesPlan your wine...
www.napavalley.com/wineries
Napa Valley College
www.napavalley.edu/homex.asp
Been There | Tips | Napa Valley
www.ivebeenthere.co.
Napa Valley Wineries
www.napavintners.co
Napa Country, Califor
en.wikipedia.org/wikiN

Presented Rankino

1. Napa Valleg The authority for lodging:
www.napavalley.com P/

4. Napa Valley WineriesPlan your wine...
www.napavalley.com/wineries

6. NapaBalleyCollege
www.napavalley.edu/homex.asp




Scoring Interleaved Evaluations

Al f A01a ONBRAUSR 02 az2gyS
I Ranking f ry r,

I Ranking 4
I Shared \n/
- Ii/

I A & B share top K results when they have identical results
Fd SFOK N}yl mMXY
I Ranking with more credits wins




Simple Example

A Two users, Alice & Bob

I Alice clicks a lot,
I Bob clicks very little.

A Two retrieval functions ;& r,
I >

A Two ways of evaluating:

I Runi &r, independently,
measure absolute metrics

I Interleave [ & r,, measure
pairwisepreference



Simple Example

A Two users, Alice & Bob A Absolute metrics'

i Alice cicks a ot

i Bob clicks very little, r

5 PR

A Two retrieval functions ,1& r, Higher chance of falsely
I nh>n concluding that > r;

A Two ways of evaluating: A Interleaving'
' e ety

Alice

I Interleave [ & r,, measure

pairwisepreference Bob 0




Challenges (Calibration)

A No longer need to calibratelickthroughrate
| across users and queries

A More sensitive
I Fewer queries to achieve statistical significance

L4

Will see empirical evaluations later.




Challenges (Presentation Bias)

A Interleaved ranking preserves rank fairness
I Random clicker clicks on both rankings equally
I Biased clicker clicks on both rankings equally

A More reliable
I More consistently identifies better ranking

L4

Will see empirical evaluations later.




Benefits & Drawbacks of Interleaving

A Benefits
I A more direct way to elicit user preferences
I A more direct way to perform retrieval evaluation
I Deals with issues of position bias and calibration

A Drawbacks
I Can only elicit pairwise rankingvel preferences
I Unable to interpret much at the documeigvel
I Unable to interpret much about user behavior




Quantitative Analysis

A Can we quantify how well Interleaving performs?
i X6AUGK NBALISOG (2 NBUNRSOI f
I vs. Absolute Rankidgvel Metrics
I vs. Offline Judgments

A Reliability
I Does Interleaving identify the better retrieval function?

A Sensitivity
I How much data is required to achieve a targatgue?

[Radlinsket al. 2008 Chapellest al. (under review)



Experimental Setup

A Selected 4 pairs of ranking functions to compare
I Known retrieval quality, by construction or by judged evaluation

A Collected click logs in two experimental conditions
I Each ranking function by itself to measure absolute metrics
I Interleaving of the two ranking functions

A Three search platforms used
I arXiv.org
I Yahoo!
I Bing

[Radlinsket al. 2008 Chapellest al. (under review)



Agreement Probability

Comparison with Absolute Metrics (Online)

ArXiv.org Pair 1

0.9

0.8

0.7r

0.6

0.5r

----- Abandonment rate
—— Reformulation rate
— * — Queries per session
Clicks per query
—7— Clicks@1

—%— pSkip

— — — Max recip. rank
"""" Mean recip. rank

— © — Time to first click
—o&— Time to last click
Balanced interleaving

—4—— Team draft interleaving |1

A xperiments on arXiv.org
Ad\bout 1000 queries per experiment

Anterleaving is more sensitive and more reliable

0.9-

0.8

0.71

ArXiv.org Pair 2

Clicks@1 diverges in
preference estimat

Interleaving achieve!

significance faster

V)

[Radlinsket al. 2008 Chapellest al. (under review)



Agreement Probability

Comparison with Absolute Metrics (Online)

Yahoo! Pair 1 Yahoo! Pair 2
1 T T T T T T T T 1 T L T T T T T LR |
0okl T Abandonment rate |
' Clicks per query 097 |
0.8+ | —v— Clicks@1 4 08 .
—%— pSkip
0.7-] — — — Max recip. rank ’) 0.71 %)
o6l Mean rec.>|p. rgnk I
— © —Time to first click
0.5@s —©— Time to last click 1 058 L;ifjcj‘.:”-‘—:—-'e"iﬁig—; ==
N Balanced interleaving E}_ﬁ(} SIS Ty ‘ =

Query set size

A xperiments on Yahoo! (smaller differences in quality)
A arge scale experiment

Anterleaving is sensitive and more reliable (~7K queries for significance)

[Radlinsket al. 2008 Chapelleet al. (under review))



Comparative Summary

o8 B Abandonment
0.7 m Clicks / Query
mClicks @ 1
00 | mpSkip
———————————— — | ok .
© 05 | @Max Recip. Rank
£ ] O Mean Recip. Rar
o 04 — O Time to First Clic
0.3 I O Time to Last Clicl
| W Interleaving
0.2
0.1 [ [
0

AComparison of arXiv.org experiments for ~150 queries
AResults on Yahoo! qualitatively similar

[Radlinsket al. 2008 Chapelleet al. (under review))



Comparative Summary

Method Consistent Inconsistent Consistent Inconsistent
(weak) (weak) (strong) (strong)
AbandonmentRate 4 2 2 0
Clicks per Query 4 2 2 0
Clicks@ 1 4 2 4 0
pSkip 5 1 2 0
Max Reciprocal Rank| 5 1 3 0
Mean Reciprocal Ran| 5 1 2 0
Time to First Click 4 1 0 0
Time to Last Click 3 3 1 0
Interleaving 6 0 6 0

AComparison of arXiv.org experiments
AResults on Yahoo! qualitatively similar

[Radlinsket al. 2008 Chapelleet al. (under review))



Often more

Interpretation ¢ reiates
sensitive
Absolute Relative
Often ClickRate, . .
more f\> Document Level | Cascade Model, Click/Skip,
FairPairs
reusable X
Best understood
& most reusable
Of Abandonment,
ten Reciprocal Rank, : .
what you Ranking Level Time to Click, =192 Loy Slele
actually PSkip Interleaving
want

X




Story so Far

A Quantitatively compared Interleaving
absolute online metrics

I More reliable
I More sensitive

A What about offline (expert) judgments?

I Does Interleaving agree with experts?
I How much is a query worth?




Calibration with Offline Judgments

1.6 —
1.4
1.2 F

!
1} | ]
0.8 : %BB
0.6 | | | }

| ﬁ'CB -y

0.4 F
0.2 F

Tl e
0.2 L | |
-0.5 0 0.5 1 1.5

Interleaving signal

NDCG difference

A xperiments on Bing (large scale experiment)

Alotted interleaving preferencesNDCG difference

AGood calibration between expert judgments and interleaving
A.e., magnitude preserving

[Radlinsk& CraswellR010; Chapelleet al. (under review)



Comparison with Offline Judgments

3

2 10000 ¢
&

<

—

< 1000
o)

g

)

=30

o) L
=

= 100 |
< :
z

=

=

z

Experiment

By = Ap

,,,,%,,,,

_____ *_-_._ _-

774. ,,,,,

10000

Number of interleaved queries

A xperiments on Bing (largeale experiment)

100000

Mlotted queries requiregsexpert judgments required (for varying targetplues)
Alinear relationship between queries and expert judgments required
AOne expert judgment is worth ~10 queries

[Radlinsk& CraswellR010; Chapelleet al. (under review)



Summary of Rankingevel
Quantitative Analysis

A Interleaving is reliable
I Consistent & calibrated expert judgments

A Interleaving is sensitive
I Requires fewer gueries to achieve significance
I For Bing: 1 judgment = ~10 queries

A Not easily reusable or interpretable
I Each evaluation requires new online experiment
I Hard to say more than Ranking A > Ranking B



Summary of Part 1

A Considered online versus offline evaluation
I Under which conditions I1s each better

A With online data
I Compared absolute & relative interpretations

I Compared document level & ranking level
Interpretations

A Part 2 will show you how to collect data and
apply these methods yourself



Practical Online Retrieval Evaluation
Part 2

Filip Radlinsk(Microsoft)
YisongYue(CMU)



Outline

A Part 1 : Overview of Online Evaluation

(Break)

A Part 2: Endo-End, From Design to Analysis
I Setting up a search service
I Getting your own data
I Running online experiments

(Break)
A Part 3: Open Problems in Click Evaluation

A Part 4: Connection to Optimization & Learning



1. ‘
ye | P’ mapquest facebook. % ‘
% Expedia.com®
Bai® BE

www.baidu.com

OINg

You [T

flickr
Publfijed T

s8HU.com ‘
.. del.icio.us

Technorati



http://www.genealogyreviewsonline.com/photos/uncategorized/2008/07/22/facebook_pic_2.jpg
http://www.mapquest.com/

A Recipe

. Come up with a new retrieval algorithm

. Create logging infrastructure
Create reranking infrastructure
Recruit some users

. Wait for data

. Analyze Results

. Write a paper



User behavior we can record

A Queries & results
I Context as well: Which computé&when

A Clicks on results
I Metadata: What order, dwell time, but not tabs

A The same methods can be used to observe
I Query reformulations
I Browsing of result site

A With some more work
T Mouse movements, text selectioatc X



Being the Search Engine

A To get real data, we need real users
ibSSR (2 AYLXSYSY(O |y Lw ae
i X gAOGK2dz0 KIFI@GAy3 G2 O0NBI |
I Then convince some people to actually do it

A Benefits
I Real users & datal

A Challenges
i‘(Make the system usable (hint: start by using it yourself)
I Effective data collection
I Make it easy to run evaluation experiments
iﬁ(lmportant consideration: Privacy & Human Subjects



A spectrum of possible approache:

A Web proxy
I Intercept, record & modify results before they get to the client

A Browsertoolbar
I Intercept and modify the pagene browsergets

A Search engine on top of a public search API
I Fetch results fronasearch API, build your owasults page

A Your own search engine
I Many tools exist to get you most of the way there
I Direct access to index, generate any rankings
i Usually for a special collection: arXiv.aBifeSeer t dzo a SR



A spectrum of possible approache:

N

Easy to Robust Runs | Amount | Changes
observe 2y |Xof work | are easy

e Can you get some What happens|
volunteers to spend % How likely are you ta when you find
minutes to be set up need to actively keep a bug just after

Seal then regularly use it tweaking it? r setting up the

without thinking? 20th user?

Write—am S

engine



A spectrum of possible approache:

Easy to
Easy Easy to Runs | Amount | Changes

Proxy

How easy is it for a
Toolbar user to remember J

0KFG &2 dz&j[NJé f| Do you need to set
things? Can they ju s | up a special server?
Search AP turn it off for a

minute?

Write an S
engine




A spectrum of possible approache:

Easy to
Easy Easy to Runs | Amount | Changes
users
A r/\

Proxy .
Toolbar
What data can you Is this something yo
(the researcher) can do before Iugnz:/hEr
Search AP easily record? i
Write an s

engine



A spectrum of possible approache:

Search AP

Write an
engine

Vv
Vv

observe

All web .

iraffic server I V
Everything client | |
Our queries v

5 \/ server | | V

Our queries V

) server | |1
& clicks V



Demo Application

Some easy to use academic research systems

Search ‘

GO Ugle ‘ ski jump world record

About 1,730,000 results (0.17 seconds) Go to Geogle.com Advanced search

Web Images Videos Shopping MNews Maps More | MSN Hotmail

*8 Everything

1-10 of 38,900,000 resul

» List of the longest ski jumps - Wikipedia, the free
Jump to World recaords: ... is a list of all world records set b- -
®j Images T l l
& g record was set, the athlete and the country ... I g ski jump world record
Videos en wikipedia_org/wiki/List_of_the_longest_ski_jumps - Cac
_- ° ’ T 0T Jes s mp _ Web Web  Videos Images Morev
= News Ski jumping - Wikipedia, the free encyclopedia
- The first widely known ski jumping competition was the Hl e «TED SEARCHES ALL RESULTS
More . " )
History - Competition - Records - Scoring World Bacard Slki Lumn,
Vancouver Web Images Video Local News More 3 Rf )
Change locg Y}&_HOO_" ’ ski jump world record . Search |
CANADA -
The web ' i -
Pages from Search In: @ theweb © pages from Canada
More searc

&/ safeSearch-On

Ski Jump World Record - Video Results

25,900,000 results for
ski jump world recor...:

% Show All

Wikipedia

List of the longest ski jumps - Wikipedia, the free encyclopedia

Ski jumping is a winter sport in which participants compete on length and style on a jump in
a ski jumping hill. As of 2011, the longest ski jump is 246.5 meters, set by ...
en.wikipedia.org/wiki/'World%27s_longest_ski_jumps - Cached

\%
@} Breakcom
&

YouTube

Ski jumping - Wikipedia, the free encyclopedia

History | Competition | Records | Scoring

... first widely known ski jumping competition was the
Husebyrennene, held in Oslo in 1879, with Olaf Haugann of Norway
setting the first world record for the longest ski jump ...
en.wikipedia.org/wiki/Ski_jumping - Cached

Video Sites

@

World Record Ski Jump by Mike Holland

Home Page of Ski Jumping Committee, Eastern Division of USSA
www.skijumpeast.com/wldrecjp_htm - Cached

ecord ski World Record Ski
b [HQ] Jump
ncy 1:22 Break 1:04

he free encyclopedia

Exceeding ...

bmpete on length and style on a jump in a ski
-5 meters, set by ..

3

pedia

cinermnes Skiklub Svartor; Ski jumping at the
nd Skiing Topics

i jump. He does it in style too instead of landin

You(]

[P ————

incredible



Building a Proxy

A Intercepting traffic is easy

I All you need are representative users
iX K2 R2Yy QU YAYR &aKI NM

A Four parts to a proxy:

ntercepting search engine requests
_0gging queries & results

_ogging clicks on results

I Substituting In your own search engine results



Intercepting search engine requests

A Write a proxy, e.g. in Pe |
$#'/usr/bin/perl

nse HITP: :Proxy:
nse HITP: :Proxy: :BodyFilter: :complete;

$# initialisation
my zproxy = HITP: :Proxy->new{ port => 3128 }:

p—
clo=se STDERR;

# Thi= logs the gueries and clicks
sproxy-push filter( response =»> LogClicks-znew() }:;

# Changes the user agent to avoid content from Bing being compressed
fproxy-»push filter( host == 'bing.com', request =»> NoCompression->new() }:

$# Thi=s catches the results, rewriting the content as well (only on Bing requests)

Data Logging
& Experimentation
A

fproxy-»push filter({ host =» 'bing.com',
response =»> HITP::Proxy: :BodyFilter: :complete—->new,

response =» Log{ueries-»>new() )
==

Sproxy-»atart:

A{SlO @2ftdzyiSSNEQ ONRPGgaASNE (2



LU LB UL EUEUEY .J'\-——.H:{
shrrrrrararary LLALED

package LogClicks:
use kbase gw( HITF:

sub filter {

Logging clicks

T T

IGING fissssseeeereess
LAy FFFFFFATTTARATATET

:Proxy: :BodyFilter ) ;

Get request metadata

£

# If the referer is Bing, its an image, etc. 50 only keep non-Bing requests

it

we want to [og this request

b

i

Then log it




Logging clicks

FEEERE 44844444 CLICK LOGGING #¥##3¥3843454444
{

package LogClicks:

use base gw({ HITP::Proxy::BodyFilter ) ;

sub filter {

my { $=zelf, Fdataref, Sresponse, Sprotocol, Fbuffer } = 8 ;

a

(1

my referer = Zrezsponse->request->header('Eeferer'):;

# If the referer is Bing, its an image, etc. So only keep non-Bing reguests
if (Sreferer =~ /bing.comh/scarch ?g=(["&]*)/ && Zurl !~ /bing.com/ && Zurl

i

Yy
my >date = sresponse->header({"Date"};
my >ip = sresponse-»request->header('X-Forwarded-For'}):;

if (Fpro=y-»stash{ip) ne Furl) {
fproxv-»stash(sip =» Zurl); # Log =ach URL once
print "CLICEMNtSdate’htSqueryvhtciipi\ciSurlin";



Logging queries & results

LEEEEEEEEE T oT T~ EEEEEEEEEEEE
Frrrserrsrs RESULT LOGGING F¥FFFffrasss

=]

package LogQueries:
use base gw( HTITP::Proxy::BodyFilter ) ;

sub filter {

my { Sself, Zdataref, Sresponse, Sprotocol, Shuffer ) = @

¥ If ite a Bing redq t, and its the last chunk of the request (all the data i= present)

if { we want to {og this request P

Get the metadata

Parse the results

print "QUEREY\tfdate’\tSqueryhtifip\tiresulcsin";



Logging queries & results

344444444 RESULT LOGGING #$##F#8555334
i
package LogQueries:
use base gw( HTITP::Proxy::BodyFilter ) ;

sub filter {

i

my { S=zelf, Sdataref, Sresponse, Sprotocol, Sbuffer ) = 8@

(1

$# If its a2 Bing request, and itz the last chunk of the request
if (Fuzl =

i

{211 the data i=s present)
~ Sohttp: WA\ www.bing.com’ /search?/ && ldefined{Zbuffer))

$# Log the gquery

my Fresults = "¢
while ({::zdataref =~ f<h3z<a[">]*href="([""]1*)"[">]*5ERE/g)
{

Zresults .= "E1;";

print "QUEREY\tfdate’\tSqueryhtifip\tiresulcsin";



Modifying results

sub filter {

my | ! ' r ’ y = E :
my = —-zbase;
$# If it=s a2 Bing regquest, and its the last chunk of the reguest (all the data is present)
if | = “http: WwwwW .. bing.com\/search?/ &k ldefined( |}
{
# Rerank and interleave results
$# 1. Cut out resultcs

Get the original results

£ 7. Make 3 reranked result St by Just Sorcing alphabecically

Rerankthem

£ 3. Interlesave
Set up the evaluation
# 4. Paste in a new top 10

Replace the old results with your new set




sub filt
my |

$# If
if
{

Modifying results

er {
zz2elf, zdataref, Fresponse, Zprotocol, Fbhuffer ) = C_,
url = Zreszponse-»base;

itz a Bing request, and its the last chunk of the regquest

gfurl =~ /~http:\/\/www.bing.com\/search?/ &&

# Rerank and interleave results
¥ 1. Cut out results

my >tree = HITML: :TreeBuilder->new;
Ftree-»parse_content(::dataref};
—

foreach my -r (ftrese->look down(' tag',

i

Eresults;

1))

if (= && r-Fattr('class") eq "=za wr") {

Zre [Fresult=+]l] = Sr-=as_HIML():;

ezult

1]

F 2.

my Ereranked = (sort simpleRanker Eresults):

Make a reranked result set by just sorting alphabetically

interleave (\Erezults, \Ereranked, \iteams):

Paste in a new top 10

my ZnewBesults = Jjoin("</1i>x", (BfinterleavedRef)) T f1iE"y
$fdataref =~ 2| (<ul[">]*=sb results[">]*>)<li. *2</div></1i></ul>|${1}R
substr{::dataref, index(F:dataref, "RESULTSHERE" length ("REESULTSHER

=

(all the data i= present)

LTSHERE</ul>|=;
r FnewBResults);



Demo!



Other approaches

A Browser toolbar
I All modern browsers suppbcustom toolbars
I They are getting much simpler to write

I Lemurtoolkit [lemurproject.org] has open source tgolbars to start with.
Another starting point ilterEgoMatthijss wl Rt AYyai1 A Qmn 8

I GreaseMonkeyets you do limited logging & rewriting almost browser
independently

A Use asearchAPI

I Bing,Google,Yahoo! all offer search APIs
I Many nonweb engines (twitterFacebooketc) also offer an API
I You can treat a regular search page as an API of sorts, parsing the results

A Build your own search engine
I Easy to use librariekuceneg(java),Lucene.Ne{C#)
I Easy to ruron engines: IndriLucene Terrier,Zettair and many more



Designing our experiment

package BewriteContent;
u=se base gw( HITP::Proxy: :BodyFilter ) ;

suk filter {

my { $s3elf, sdataref, fresponse, Sprotocol, $(buffer = @ :
my >url = response->base;

$# If its a Bing reguest, and its the last chunk of the reguest (all the data iz present)
if (furl =~ /"http:\ S www.bing.comh/search?/ k& l'defined(sbuffer)})

{

% Rerank and interleave results
$# 1. Cut out results
Get the original results
£ 2. Make 2 reranked result =et
Rerankhem

interleave (\Eresults, \Ereranked, \teams

$#4. Paste in a new top 10

Replace the old results with your new set




s=ub interleave

{

my ; ; ) = (shift, shift, shift):
my Einterleaved

¥ Tos=s a coin 5 times, to make a list of 10 results

for (my Zi=0; <5; ++) {

Randomly choose which Ranker picks next

Case 1: Ranker A chooses, then Ranker B chgoses

Case 2: Ranker B chooses, then Ranker A chgoses

Repeat until 10
results chosen

Check for shared results

retorn \Einterleaved:;




s=ub interleave

{

my (Frankingiref, zteamBEef) = (shift,

my BFEinterleaved;
# Tos=s a coin 5 times, to make a list of 10 results
for (my i=0; Zi<S; Zi++) {

Zocoin = rand»>0,.S?"4AT"ET;

v

my
if (Zcoin eq "A") { # Ranker L won the coin toss
my \Einte
push Einterleaved, Zrankinghref-»[Znexti]:

my
push Einterleawved,

Fnexth = computeNext (zrankingiref,

ZnextE = computeNext (frankingBref, \Einte

srankingBref-»>[3nextB]:;
F5teamBef .= "AB";

} else { # Ranker B won the coin toss

my :snextE = computeNext (SrankingBref, \@inte
push Einterleaved, ZrankingBref-»[ZnextE]:
my sSnextl = computeNext (Srankinghref, \Einte
push Einterleaved, Zrankinghref-»[Znexti]:
F:teamBef .= "BA";
}
}
# Check for shared results, set back to neither team
for (my i=0; Zi<=zginterleaved; Zi++) {
if (Finterleaved[%1i] eg rankingiref->»>[%i] && 1
substr (Z:teamBef, i, 1 ="y,
} el=ze {
la=st;
}
}

retorn \Einterleaved:;

shift, shift):

rleaved) ;

rleaved) ;

rleaved) ;

rleaved) ;

Finterleaved[$1i] eg frankingBref-»[Zi]) {



oINg
Web

SEARCH HISTORY

Turn on search history to
start remembering your
searches.

Turn history on

chengxiang zhai m

Web  Videos  Morew

ALL RESULTS 1-10 of 2,830 results - Advanced

[BRaEd] ChengXiang Zhai - Home Page

Short Biography: ChengXiang ("Cheng”) Zhai Associate Professor Department of Computer Science
(Also Institute for Genomic Biology, Statistics , and Graduate School of ..

www-faculty_cs. uiuc_eduf~czhai

Statistics R& D Resources
Short Biography Recent Publications
Dais DL

TIMan Directions

Show more results from www-faculty cs. uiuc.edu

[@g] ChengXiang Zhai | Department of Computer Science at lllinois

ChengXiang Zhai Associate Professor. Ph.D. Carnegie Mellon University, 2002. Research
Statement. My research spans several related fields including information retrieval ...
cs.illinois.edu/peopleffaculty/chengxiang-zhai

[M&w] DBLFP: ChengXiang Zhai - VLDB Endowment Inc.

2009; 133 : James Allan, Javed A. Aslam, Mark Sanderson, ChengXiang Zhai, Justin Zobel:
Proceedings of the 32nd Annual International ACM SIGIR Conference on Research and ...
www vidb_org/dblp/db/indices/a-tree/z/Zhai:ChengXiang.html

&gl DBLP: ChengXiang Zhai - Universitat Trier: Home

2011; 165 : Huizhong Duan, Chengxiang Zhai: Exploiting Thread Structures to Improve Smoothing of
Language Models for Forum Post Retrieval. ECIR 2011: 350-361
www.informatik.uni-trier.de/~ley/db/indices/a-tree/z/Zhai:ChengXiang.html

[Mew] Selected Publications

Selected Recent Publications ChengXiang Zhai 2011. Hongning Wang, Yue Lu, ChengXiang Zhai,
Latent Aspect Rating Analysis without Aspect Keyword Supenvision, Proceedings of ..

sifaka.cs viuc_edu/czhai/selected html




So far In our recipe
| " y

1. Create-logging-frastructure
2 Create reranking-infrastructure
3. Recruit some users

4. Walit for data

5. Analyze Results



RecruitingUsers

Questions to ask when recruiting

1. Are you using the system yourself?
AIf not, why not?

2. WIll your users find the system usable?
A A little worse than the default is ok
A A little slower than the default is ok
A A little less reliable than the default is ok
X 0dzi YySOSNI oeé

3. Are you collecting private da®a
A Do you really need to?
A What will you do with it?

4. Isyour user base representative



What to ask of your users

A Recall the three study setup alternatives

I Controlled task lab study
I Controlled task, uncontrolled environment
I General uncontrolled retrieval tasks

A The right setup depends on the research question

I Will users naturally enter a sufficient number of queries that
you want to improve?

A For example, for long question queries

I Do you need add