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Search and Browse Log Mining
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Agenda

Section 1: Introduction (20’) [Hang Li]
Section 2: Query understanding (40’) [Hang Li]
Section 3: Document understanding (30’) [Jian Pei]

Coffee Break

Section 4: Query-document matching (30’) [Jian Pei]
Section 5: User understanding (20°) [Daxin Jiang]

Section 6: Monitoring & feedback (20’) [Daxin Jiang]
Section 7: Challenges and future trends (20’) [Daxin Jiang]
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Search and Browse Logs



Different Types of Log Data: Search Logs
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Collected by search
Browse engine server

Search Logs

e Collected by search engine server

e Recording the user queries, clicks, as well as the
search results provided by the search engine




Different Types of Log Data: Browse Logs

o
Query — Clicks

\Y

\

— Web

Browser

%h Collected by client-

slide browser

Browse plugin or ISP proD

Browse Logs

e Collected by client-slide browser
plugin or ISP proxy

e Storing the user’s queries, clicks,
and the browsed URLs

The Lemur toolkit. http://www.lemurproject.org/querylogtoolbar/.
White, R.W,, et al. Studying the use of popular destinations to enhance web search
interaction. SIGIR'07. 10




Different Types of Log Data: Other Logs
v N
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Web Site Server Logs
User Local Log  Each site has its own
e Collected by Web browser server logs

e Stored on user’s local machine e Recording how

e Containing richer information, users visit the site

e.g., user’s every input in browser

Web Site

Server Log
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Putting them Together
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Major Information in Search Logs

 Recorded by search engine severs

 Four categories of information
— User info: user ID & IP

— Query info: query text, time stamp, location,
search device, etc

— Click info: URL, time stamp, etc n _
Joined to
— Search results derive the
e Algo results, Ads results, — position
query suggestions, deep links, and type of
: clicks
instant answers, etc. _



Major Information in Browse Logs

e Captured by client-side browser plug-in or ISP
pProxy
 Major information

— User ID & IP, query info, click info
— Browse info: URL, time stamp

e Client-side browser plug-in has to follow strict
privacy policy
— Collecting data only when user permission is granted
— User can choose to opt-out at any time



Log Mining Applications



Log Mining Applications

e Categorization by efficiency/effectiveness
[SilvestriO9]

— Enhancing efficiency of search systems
—[Enhancing effectiveness of search systems]

In this tutorial, we only focus on the

effectiveness part.

Fabrizio Silvestri and Ricardo Baeza-Yates. Query Log Mining. WWW’Q9 tutorial.



Log Mining Applications
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Log Mining Application Examples

Query Expansion

Query Suggestion
Query Substitution
Query Classification

Query
Understanding

Document Annotation

Document Classification

Document Summarization
Search Results Clustering

Document
Search Understanding

System

User
Understanding

User Segmentation
Personalized Search
Context-Aware Search

Monitoring & 4 Search engine metrics
Feedback . =

User satisfaction evaluation




Frequently Used Data
Summarization



Summarizing Raw Log Data

e Raw log data are stored in the format of plain
text: unstructured data

e Can we summarize the textual logs using some
effective data structures to facilitate various log
mining applications?

e Challenges: complex objects, complex
applications



Complex Objects

_ < (.
L9 A% A% users

e Various types of data
objects in log data

e Complex relationship
among data objects

— Hierarchical
relationship

Search S o
result pages — Sequentia

relationship

“S=™ Algo/Ads

— =M’ How to describe the various

B Al -® g clicks _ _
T /\ S objects as well as their
= ﬁ_ .
= — up clicks
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Complex Applications

Query understanding

— Given a query q, what are the top-K queries following

g in the same session?

Query-Document matching

— Given a query q, what are the top-K clicked URLs?

— Given a URL u, what are the top-K queries leading to

a click on u?
Document understanding
User understanding

How to summarize into
common data structures to
support various applications?



Frequently-Used Data Summarization
in Log Mining

Query
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Query Histogram

facebook 3,157 K
google 1,796 K Ifrequency
youtube 1,162 K

myspace 702 K
facebook com 665 K

X
yahoo 658 K X
yahoo mail 486 K

yahoo com 486 K
ebay 486 K >
facebook login 445 K Time

Example applications:

* Query auto completion

e Query suggestion: given query g, find the queries containing q

e Semantic similarity & event detection: temporal changes of query frequency

24



Click-through Bipartite

Queries URLS  Example applications

— Document (re-)ranking

— Search results clustering
— Web page summarization

— Query suggestion: find
similar queries

An example of click-through bipartite



Random Walk

Construct matrix A; = P(d;| g;) and
matrix B; = P(q;[ d;)

Random walk using the probabilities

Before random walk, document d3 is
connected with g2 only; after a
random walk expansion, d3 is also

7. connected with g1, which has similar
neighbors as g2

q;

Gao, J., et al. Smoothing clickthrough data for web search ranking. SIGIR'09.



Click Pattern

3 |Doc1l Doc 1 3 |Doc1l
Doc 2 3 |[Doc2 3 |Doc?2
3 3
Doc N 3 |DocN Boc N
Pattern 1 Pattern 2 Pattern n
(count) (count) (count)

 More information than click-through bipartite

— Relationship between a click and its position

— Relationship between the clicked docs with un-clicked docs
e Example applications

— Estimate the “true” relevance of a document to a query

— Predict users’ satisfaction

— Classify queries (navigational/informational)



Session Patterns

(\/_\ e Sequential patterns
5 Click: — E.g., behavioral sequences

Query ,
- Algo click * SqLrZ [Fox05]
Ads click -
. S: session starts; Q: query
IA click L: receives a search result page
DL click R: click; Z: session ends

(—\ e Example applications
User activities in a session _ ) -
Browse Doc (re-)ranking

— Query suggestion

Algo click: algorithmic click — Site recommendation
AD click: advertisement click

|A click: instant answer click
DL click: deep link click

— User satisfaction prediction

Fox et al. Evaluating implicit measures to improve web search. TOIS, 2005.



Session Segmentation

 Problem: given a sequence of user queries, where
to cut the session boundary

e Features for session segmentation
— Timeout threshold (e.g., [Silverstein99])
e 30 minutes timeout is often used

— Common words or edit distance between queries
(e.g., [He02])

— Adjacency of two queries in user input sequences
(e.g., [Jones08])

— Similarity between the top K search results of two
queries (e.g., [RadlinskiO5])

* Tradeoff between cost and accuracy



Summary of Introduction

e Search & browse logs

— Search logs: collected by search engine servers; store
qgueries, clicks, and search results

— Browse logs: collected by client-side browser plug-ins or
ISP proxy servers; store queries, clicks, and browse
information

e Log mining applications

— Query understanding, document understanding, user

understanding, query-document matching, monitoring &
feedback

 Frequently-used data summarization

— Query histogram, click-through bipartite, click patterns,
session patterns
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Similar Query Finding



Query Understanding Using Log Data

e Using log data to enhance query representation
— Similar query finding : represent queries by groups

» Refined queries (e.g., spelling error correction)

e Related queries (e.g., more specific queries, more general queries)

— Query classification: represent queries by meta-data

e User goals (informational, navigational, transactional)

Topics (e.g., ODP taxonomy)

Time sensitivity

Location sensitivity

More dimensions...



Similar Query Finding

e Applications: query expansion/ substitution/ suggestion

— Query expansion
e Re-write query to increase search recall
e Example: ‘ny times’” A 'ny times new york’
— Query substitution
e Spelling error correction: e.g., ‘machin learning’” A ‘machine learning’
e Stemming
e Acronym expansion
— Query suggestion
e Specialization: e.g., ‘harry potter’ -> ‘harry potter books’
e Generalization: e.g., ‘seattle employment rate’ -> ‘employment rate’
e Association: e.g., ‘walmart’ -> ‘sears’

e Using log data for similar query finding
— Using click-through data
— Using session data



Methods Using Click-Through Data

e Build a click-through bipartite from log data

Queries

e Measure the similarity of queries

— Overlap of clicked document
[Beeferman00], [Wen01], [Cao08]

— Similarity of category or content of
clicked documents [Wen01],
[Yates04]

e Cluster queries

— Agglomerative hierarchical method [Beeferman00], DBScan
[Wen01], K-means [Yates04]



Challenges of Clustering a Click-
Through Bipartite

e A click-through bipartite can be huge

— For example, 151 million unique queries in
experiment data

e Data set is of extremely high dimensionality

— For example, 114 million unique URLs in
experiment data

* The number of clusters is unknown
e Search logs increase dynamically

Cao, H., et al. Context-aware query suggestion by mining click-through and session data. KBD'08.



Observations from Real Data

 Average degrees of query and URL nodes are low

— E.g., average degree of query nodes is 3.1; and
average degree of URL nodes is only 3.7.

e Given a query Q, only a few “co-click” queries

— Average number of co-click queries is
upper-bounded by d,
3.1(3.7-1)=8.37<9

— No need to consider non co-click

gueries
“Co-click” queries

Cao, H., et al. Context-aware query suggestion by mining click-through and session data. KDD'08.



Query Stream Clustering Algorithm

Non-zero dimensions g_Td_|d
of query g

9

Dimension
array

Clusters

e A BIRCH-like algorithm

* Major difference: dimension array instead of cluster feature tree
— Each element corresponds to one URL
—-d, —C; if $q, | C; such that q, is connected to URL u,

* Only one scan of the data set (details in paper)

Cao, H., et al. Context-aware query suggestion by mining click-through and session data. KDD'08.



Example of Query Clusters

Example bothell wa
Cluster 1 city of bothell

bothell washington

city of bothell wa

city bothell washington

city of bothell washington

Example catcountry
Cluster 2

cat country

cat country radio

catcountryradio.com

cat country radio station

Cao, H., et al. Context-aware query suggestion by mining click-through and session data. KBD'08.



Methods Using Session Data

e Extract sessions from log data
e Count co-occurrence or adjacency in sessions

— If two queries are often adjacent or co-occurring in the same
session, they are similar to each other
[Jensen06][Huang03][Jones06]

* Measure correlation between Q, and Q,
— Mutual information, weighted mutual information [Jensen06]
— Jaccard similarity, dependency, cosine similarity [Huang03]
— Log likelihood ratio [Jones06]



Counting Co-Session Frequency

Given two queries Q, and Q,, let C(Q,, Q) be the
number of sessions where Q_ and Q, co-occur or
are adjacent

If C(Q,, Q,)>Threshold, then Q, and Q, are similar
Problem: false positives

— Q, and Q, may not be closely related

— C(Q,, Q) is high simply because both Q, and Q, are
hot queries

e Example: ‘britney spears’ and 'walmart’



Measuring Query Correlation

e Measure the correlation

— Jaccard measure, dependence measure, and
Cosine measure [Huang03]

y v T O N W F]
*eg, U OWmHhQ

c ) ) h

— Mutual information and the variants
[Jensen06][Jones06]
°* e.g., h
¢ J)o(C )

0 6 6 60Ul

e Problem: hard to set threshold



ldentifying Significantly Correlated Queries

* Testing the hypothesis that seeing Q, is
independent of seeing Q,

-O OO n VO | O
-O®O |0 n n 0O | O
— Log Likelihood Ratio: 0 0 Y ¢l T—€—

e Suppose the data follows binomial distribution,
then LLR follows c? distribution

— If LLR>3.84, then 95% confidence to reject the H,
hypothesis

Jones, R. et al. Generating query substitutions. WWW’06.



Query Classification



Query Classification

 Enrich query representation by various meta-data

 Queries can be classified on multiple dimensions
— User goals (navigational, informational)
— Topics (ODP categories, auto-created concepts)
— Time-sensitiveness (e.g., ‘WWW conference’)
— Location-sensitiveness (e.g., ‘pizza’)

— More dimensions...

 Challenge: queries are short and ambiguous



Using Log Data for Query Classification

* Using click patternsfor classifying
navigational/informational queries [Lee05]

e Using click-through bipartite for classifying
query topics [Fuxman07][LiO8]

e Using query histogramfor classifying locality
sensitive queries [Welch08][Yi09]
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User Goals

e According to Broder [Broder02]

— Navigational. The immediate intent is to reach a particular site.

— Informational. The intent is to acquire some information assumed to

be present on one or more web pages.
— Transactional. The intent is to perform some web-mediated activity.

e Approaches to automatically
classifying user goals
— Using Web pages
— Kang and Kim [kang03]
— Using log data and anchors

} uery Lo
Type of query|| User Survey Q s s
‘ . : Analysis
Navigational 24.5% 20%
29 e
. : 77 (estimated .
Informational (ﬂ o ‘ 48%
39%)
> 22%
Transactional (estimated 30%
36%)

— Lee et al. [lee05]

Broder, A. 2002. A Taxonomy of Web Search. SIGIR Forum. 36, 2, 3-10.




Classifying User Goals Using Log Data
and Anchor Data

 Only two categories considered, i.e., navigational
and informational

Results

— Using anchor text data alone: ~75% accuracy

— Using click-through data alone: ~80% accuracy

— Combining anchor text and click-through: ~90% accuracy

Lee, U. et al. Automatic Identification of User Goals in Web Search. WWW'05.



Using Click-Patterns for Classifying
User Goals

e According to Broder [Broder02]: for navigational
gueries, the immediate intent is to reach a

particular site

e Heuristics to detect navigational queries
— Click distribution of answers is skewed
— Number of clicks per query is small

e Method

— Using mean, median, skewness, and kurtosis to
represent the click distribution

Lee, U. et al. Automatic Identification of User Goals in Web Search. WWW'05.



Effectiveness of Individual Click-
Through Features

40 - navigational | informational - _ navigational | informational ___
: — | — ) 4.0 +— | —P
o 3 E 30 T
o = 30 T = AK
+ 4 * =
@525 T = 207
< 5 =
S— '55' = X
2.0 K ¥ et ¥
¥ rllt}n.?_t}r- Illiillllllllill:-ﬁl‘ll
rllll1.5i4l-¥ll-llliill‘l‘ll-llll"l‘l'l ?: 3: :ﬁ{%.ﬁ:x *‘*:
e \d =
o BRaOG XX | egd 8 0.0 | | | |
=15 00 02 04 | 06 08 10 00 02 04| 06 08 10
) ;= 1.0
i(g) i(g)
Median of click distribution (accuracy: 83.3%) Number of clicks per query (accuracy: 80%)

e 50 most popular queries issued to Google from the UCLA CS department,
labeld by 28 graduate students

e Each pointin the figure represents a query (diamonds represent wrong cases)
* i(q)is the percentage of participants who indicate its goal as informational

 An feature is effective if we can set a horizontal bar (i.e., a threshold of the
feature value) to separate navigational queries from informational ones

e Mean, median, skewness have similar performance
Lee, U. et al. Automatic Identification of User Goals in Web Search. WWW'05.



Combining Click-Through Features
with Anchor Text Features

* Linear combination
Q 0 JQ 0 JQ E 0 2Q
* A simple combination shows a better accuracy

= 70 7 navigatin*nil _iﬁmmaticml o

E2 00 e Combines two

2.2 50 T

I features

25 ., 1 x .
rigtj%t:_hi .S'p itttt_-: ttttttt }f%}i’é't ¢ Equal Welghts

= 1, * Accuracy reaches
r;—r;—’l_‘; 0.0 0 04 0.6 0.8 1.0 90%

; o oad ) L s A oa o o
"Q [ AAHAE EIAiE?OOEA OOE/ !
AQQCEFODE WQAEQAQXI 01 Qo 0 Q¢ ¢
Lee, U. et al. Automatic Identification of User Goals in Web Search. WWW'05.



Using Log Data for Query Classification

e Using click-through bipartite for classifying
query topics [Fuxman07][LiO8]

e Using query histogram for classifying locality
sensitive queries [Welch08][Yi09]
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Classifying Queries by Topics

e Approaches to automatic classification

— Traditional approaches

e Directly applying text classification techniques on
query terms

e Exploiting the Web pages returned by a search engine
to enrich queries (Shen et al.[shen05])
— Using log data
e Using query histograms (Beitzel et al. [Beitzel07])

e Using click-through information (Fuxman et al.
[fuxmanO07], Liet al. [li08])



Using Click-Through Bipartite

e Basic idea: propagating the class labels along
the edges of the click-through bipartite

warehouse+job+opening O warehouse+job+opening

part+time+jobs O

employment+in+boston

part+time+jobs

. . jobs.topusajobs.com o jobs topusajobs.com

employment+in+boston

trucking+jobs trucking+jobs

‘ www.careerbuilder.com = o www.careerbuilder.com

resume resume

sample+cover+letters sample+cover+letters

jobsearch.about.com jobsearch.about.com

®
®
®
©
©
©

paris+hilton paris+hilton

follow+letter+job+interview

. en.wikipedia.org RNl ot en.wikipedia.org
employment+discrimination O employment+discrimination
steve+jobs O URLs steve+jobs URLs
Queries Queries
(a) (b)
Labeled seeds After propagation

Figure from Li, X. et al. Learning query intent from regularized click graphs. SIGIR'08 °*



A Random Walk Algorithm [Fuxman08]

e Add a “null” node to the click-through bipartite
— Each node may walk to the “null” node with probability a
— The effect is that long paths are penalized

P(l_=c)
e |terate between two steps ; f
— Estimate the probability P(l,=c) Ot P(l,=c)
00 @& p | Byggw 0 D& o,
where 0
B g h

— Estimate the probability P(l,=c)

0@ @ p | Bypv 0 Da o,

where U
B g h» O_ URLs
Queries

Fuxman, A. et al. Using the wisdom of the crowds for keyword generation WWW'08



Combining Query Content with Click-
Through Bipartite [LiO8]

e Given a set of labeled queries as training data

e Train classifier based on content of queries

— Using query terms or the snippets of the search results
for the query as features

 Propagate class labels through click-though bipartite
— Similar to [Fuxman08]

e [teratively combining content-based classification
and click-based classification

e The combined method has higher accuracy than
either single method

Li, X. et al. Learning query intent from regularized click graphs. SIGIR'08



Using Log Data for Query Classification

Using click patternsfor classifying
navigational/informational queries [Lee05]

Using click-through bipartite for classifying
query topics [Fuxman07][LiO8]

Using query histogramfor classifying
localizable queries [Welch08][Yi09]
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Localizable Queries

e Localizable queries

— Example: users issuing ‘pizza hut’ may expect to
see results close to their physical locations

— There is typically no explicit location in the query

e Significant fraction of queries are localizable

— Roughly 30% related to users’ locations, but users
only explicitly localize them about % of the time

Welch, M.J. and Cho J. Automatically identifying localizable queries. SIGIR'08



ldentifying Localizable Queries

e Using search results [gravano03]

— If multiple locations distribute evenly in search results,
the query is likely to be a localizable queries

— For example, for query “car rental”, a search engine
may return some pages where different pages are
associated with car rental at different places

e Using log data [welch08][yi09]

— A localizable query is likely to appear as a sub query in
other queries, associating with different locations

— For example, some users may issue “car rental”, while

n

others may issue “car rental california”, “car rental
new york”, etc



A Method by Welch and Cho [Welch08]

e |dentify candidate localizable queries
e Extract a set of features
* Train a classify and evaluate the performance

Welch, M.J. and Cho J. Automatically identifying localizable queries. SIGIR'08



ldentify Candidate Localizable Queries

e Use U.S. Census Bureau data as an address book

 For each query Q, look up the address book

— If a match is found, the matched part is Q, the
remaining part is Q,

— Qis a localized query of Q,
* Aggregate all Q, for each Q,

— The set of Q, for each Q, is denoted by L(Q,)
— Q, is candidate localizable query if it often localized

Welch, M.J. and Cho J. Automatically identifying localizable queries. SIGIR'08



Major Features for the Classifier

e Localization ratio
— How often a query is localized

e Location distribution

— A query should be localized with evenly
distributed locations

— A motivation example in the next slide

* Frequency counts

— Serving as a normalizing or significance factor for
other features

Welch, M.J. and Cho J. Automatically identifying localizable queries. SIGIR'08



Motivation for Feature “Location
Distribution”

e For query “fried chicken”

_

city:chester
city:colorado springs
city:cook

city:crown
city:louisiana

city:louisville

Welch, M.J. and Cho J. Automatically identifying localizable queries. SIGIR'08

N B R =2 = O

city:rice

city:waxahachie 1
state:kentucky 163
state:louisiana 4
state:maryland 2
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Results and More Work

e The method by Welch et al. [Welch08] reaches
94% precision and 46% recall

* Yietal. [2009]

— Further classify localizable queries by their radius

e Users may be willing to drive up to only 10 miles for
“pizza” but be willing to drive say up to 30 miles for a
good “dentist” and up to 100 miles for a bargain on a
“2008 honda civic”.

Yi, X. et al. Discovering users' specific geo intention in Web search. WWW'09.



Summary for Query Understanding

e Using log data to enhance query representation
e Similar query finding
— Using click-through data and session data

e Query classification

— Using query histogram, click-patterns, and click-
through bipartite
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Modeling Documents

e Often, a document is modeled as a bag of words

 \ector model
- V={v,, .., v,}, the set of terms

— Adocumentd = (wy, ..., w.), where w;, is the importance of
term v, ind
— Importance can be measured by, for example, TFIDF
e TF(v, d) = # of times term v appearsind
e IDF(v) =log (N / # of documents in the corpus containing v)
 TFIDF(v, d) = TF(v, d) * IDF(v)
e A vector model tries to capture what the author of a
document wants to express using the terms in the
document



Web Documents and Links

A Web page may be referred (pointed to) by
some other Web pages
— A link to the target page
— Anchor text: a short annotation on the intension of

reference

e A page having many incoming links tends to be
important (well explored by link-based ranking
methods, e.g., PageRank)

e What does anchor text tell us? — what others on
the Web think about the target page




Anchor Text

Anchor text may not be consistent with the vector
model of the target page

— Example: Anchor text “my publications” A DBLP
bibliography server

Anchor text can be used to complement the vector
model of a target Web page

— What the author writes + what some others read
Anchor text tends to be bias and static

— Old pages may receive more references, and thus more
anchor text annotations

— Once a link is made, more often than not, it will not be
updated (at least in a long time)



Search Logs as Annotations from Users

e User queries A search results A user
clickthroughs

— If a user asks a query Q and clicks a page P, likely P is
related to Q — Q can be used as an annotation of why

a user wants to read P

e User clickthroughs can be used as dynamic,
continuously updated, more accurate (after
aggregation) annotation of Web pages

 User browsing trajectories can be counted as
votes for popular pages



Log Data & Document Understanding

Hyperlinks

Modeling Bag of words  Anchor text Query

content annotations

Importance of Authorities Users voting

documents and hubs for Web page
indicated by importance by
the link browsing and
structure of clicking Web

the Web pages
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Using Queries as Features

e Queries can be used as features to model
documents

e Two documents are similar if they are clicked
in the same set of queries

Queries Web Pages
Using queries as
" . ” . . ; ; . dl
bridges”, similar a1 @
documents d, and dj X, W
can be captured a2 O e q
S ds

G.-R. Xue, H.-J. Zeng, Z. Chen, Y. Yu, W.-Y. Ma, W. Xi, and 3 @&
W. Fan. Optimizing web search using web click-through . d4
data. CIKM '04.



Challenges

e How to model “query annotations”?

e Search log data is sparse, how to handle
documents that have very few or even no
clicks?

— A small number of queries are frequently asked,
many queries are rarely asked

— A small number of Web pages are heavily clicked,
many Web pages have very few or even no clicks

e How to use “query annotations”?



Two-Way Annotation

 Can we use documents as features of queries?

d;

O D
| d
, L Sg1, ¢2]70.394
q1 ,
: _________________
: d,  S[d,, d>]=0.488
> i S[d,, d5]=0.488
: S[d,, d;]=0.276
|
|

G.-R. Xue, H.-J. Zeng, Z. Chen, Y. Yu, W.-Y. Ma, W. Xi, and W. Fan. Optimizing web search
using web click-through data. CIKM '04.



Query-Document Model

Let V = {t,, ..., t.,} be the vocabulary of all queries in the
access log L, where t,, ..., t are the termsinV

Let Q(d) be the set of all queries in L from which users
clicked at least one time on d

Let the frequency of t in Q(d) be the total number of
times that queries that contained t were used to visit d

d=(C,K,C,)
— Where C, = TFIDF(t,, Q(d))

[Barbara Poblete, Ricardo Baeza-Yates, Query-sets: using implicit feedback
and query patterns to organize web documents. WWW'08.]



Example

query: tl
doc 1
query: tl,t2,t3
tl £t2 t3 t4
o doc 1: <6, 1, 1, 3>
query: , doc 2 doc 2: <2, 1, 0, 3>
doc 3: <4, 0, 4, 5>
query: tZ,td
doc 3

query: t3,td =

Barbara Poblete, Ricardo Baeza-Yates, Query-sets: using implicit feedback and query
patterns to organize web documents. WWW'08.
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Query-Set Document Model

e Query-document model considers terms in
gueries independently even if some of them co-
occur frequently
— “Apple” and “Apple phone” carry very different

Mmeanings

 Query-set document model includes frequent

term combinations as features for documents

e [Barbara Poblete, Ricardo Baeza-Yates, Query-sets: using
implicit feedback and query patterns to organize web
documents. WWW'08.]



Example

freqg. support set

6 60% t3
B 6 60% tl
tl,t2,t3 c 502 £a
tl,td 4 10% t2
B2, td 3 30% tl t4
£3,td 3 30% tl t3
tl,te,te 2 20% t2 t4
tl,ts3,td 2 20% t2 t3
£2 2 20% tl t2
t2,t3 2 20% t3 t4
tl1,t3 i i

1 10% tl t2 t4

1 10% tl t2 t3
queries 1 10% £l t3 t4

term sets
Barbara Poblete, Ricardo Baeza-Yates, Query-sets: using implicit feedback and query
patterns to organize web documents. WWW'08.



Case Study

| Docld | Vector Space | Query | Query-Set
58 download, test, file, 2007, guide, | official, test, social, publication, | physics,
publication module, science, guides geometry,
physics topics,
topics,
admission topics
74 able, Europe, world, kingdom, | degree, search, graduate, certifi- | university scholarship,
MBA, Asia, library cate, advanced, diploma, simu- | universities,
lation university ranking,
best universities
47 scholarship, application, loan, | dates, free, vocational, on-line, | loan
benefit, fill, form scholarship, loan scholarship loan
cosigner loan
application
80 vitae, curriculum, presentation, | CV, letter, resume, recommen- | CV,
job, letter, interview, experi- | dation, presentation, example write CV,
ence, highlight curriculum vitae,
CV example,
write curriculum vitae

Model

Quality Dimensions

Agreement

Vector-Space

Query
Query-Set

40%
57%
TT%

R.010
7.718
564

69%
67%
81%

Barbara Poblete, Ricardo Baeza-Yates, Query-sets: using implicit feedback and query
patterns to organize web documents. WWW'08.
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Tackling Query Sparsity

Many queries are rarely asked

ldea: clustering similar queries to identify groups
of user information needs of significant sizes A
reliable annotations on Web pages clicked

A two phase algorithm
— Preprocessing phase
— Online searching phase

[Ricardo Baeza-Yates, Carlos Hurtado, and Marcelo Mendoza.
Query Clustering for Boosting Web Page Ranking AWIC, 2004.]



Preprocessing Phase

At periodical and regular intervals

Extract queries and clicked URLs from the Web log, and
cluster them using the text of all the clicked URLs (by k-
means)

For each cluster C,, compute and store

— Alist Q, containing queries in the cluster

— Alist U, containing the k-most popular URLs along with
their popularity

[Ricardo Baeza-Yates, Carlos Hurtado, and Marcelo Mendoza.
Query Clustering for Boosting Web Page Ranking AWIC, 2004.]



Online Searching Phase

* |nput: a queryq

e If g appears in the stored clusters, find the
corresponding cluster C, containing q, use U, to
boost the search engine ranking algorithm by

NewRanKku) = 63 OrigRanku) +(1- )3 Ranku)

e [Ricardo Baeza-Yates, Carlos Hurtado, and Marcelo Mendoza.
Query Clustering for Boosting Web Page Ranking AWIC, 2004.]



Examples & Effectiveness

Query

Other Queries in Cluster.

dress bride

house of bride
dress wedding
dress bridegroom
wedding cake
wedding rings

free internet

phone company
free internet connection
free ads
cibercafe santiago
free text messages
free email

yvoga

tail chi exercises
astral letter
reiki
birth register

soccer leagues

an zamorano
soccer leagues chile
soccer teams chile

marcelo salas

Precision (%)

100

)

90 <
i
80«1}

'

Bl -
a0 «
A0 -
30 <
20 <

10

il - \

QUERYCLUS AVG

o TODOCL AVG

4 6 8 10

Result Number

Ricardo Baeza-Yates, Carlos Hurtado, and Marcelo Mendoza. Query Clustering for Boosting Web Page
Ranking AWIC, 2004.
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Documents Not Clicked

Many documents may have very few or even no
clicks

— 75% of a sample of 2.62 million Web pages do not
have any click in a real case study

ldea: use smoothing techniques
— Random walk
— Discounting

[Gao, J., et al. Smoothing clickthrough data for web search ranking.
SIGIR'09.]



Random Walk

Construct matrix A; = P(d;| g;) and
matrix B; = P(q;| d;)

Random walk using the probabilities

;  Before expansion, document d3 has
1; a clickthrough stream of g2 only;

7 after a random walk expansion, the
click-through stream is augmented
with query g1, which has a similar
click pattern as g2

Gao, J., et al. Smoothing clickthrough data for web search ranking. SIGIR'09.




Good-Turing Estimator

* Let N be the size of a sample text, n, be the
number of words which occur in the text
exactly r times N=& m,

* Estimate P, for a probability of a word that
occurred in the sample r times as P, :rﬁ,

* n
where ' =(r+1)—=

e Heuristic: not driscounting high values of
counts, i.e., forr > k (typically k=5), r*=r




Discounting

* Applying Good-Turing estimate on raw
clickthrough data does not work — all not-clicked
words take the same free ride

— Those features are meaningless

e |dea: discounting the clickthrough feature values

— Details in [Gao, J., et al. Smoothing clickthrough data
for web search ranking. SIGIR'09.]

 The discounting method works very well in the
empirical studies



Browse Logs and Search Trails

 Browse logs may contain more information than
search log

— Search trails record other browsing activities in addition to

gueries
— Queries and documents are linked through terms in
gueries d; = space.com
international I
space station v dz = nasa.gov
P1 I Ps " Pu

Mikhail Bilenko, Ryen W. White. Mining the search trails of surfing
crowds: identifying relevant websites from user activity WWW'08.

d; = seds.org

P3 = Ps5
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Modeling Importance of Web Pages

An important task in document modeling

PageRank

— A link from one page to another is regarded as an
endorsement of the linking page

— The more links pointed to a page, the more likely the page
is important

— The importance of pages can be propagated in the graph
HITS

— A hub page links to many pages

— An authority page is pointed by many pages

— Good hubs tend to link to good authorities, and vice versa
No user feedback is considered



Using User Browsing Behavior

User browsing graph
— Vertices representing pages

— Directed edges representing transitions between
pages in browsing history

— Lengths of staying time are included

Using the continuous-time Markov process

— The stationary probability distribution of the process
is the importance of a page

[Yuting Liu, Bin Gao, Tie-Yan Liu, Ying Zhang, Zhiming Ma, Shuyuan He,
Hang Li. BrowseRank: letting web users vote for page importance.
SIGIR'08.]



Example: Spam Fighting

BrowseRank can push many spam websites to
the tail buckets

The number of spam Websites in the top
buckets in BrowseRank is smaller than that in
PageRank and in TrustRank

Users browse meaningful pages more
significantly than spam pages

BrowseRank consistently outperforms
PageRank in Web search



ClickRank

 Asession is modeled as a logical sequence of
hops through the Web graph according to the
user’s retrieval intension

— Temporal attributes (e.g., dwell time) reflects user’s
interest on a page

e For asession s, the local ClickRank defines a
random variable associated with all pages on the
Web graph reflecting how important a page is to
the user’s retrieval intension in this session

e [Zhu, G, Mishne, G. Mining rich session context to improve
web search. KDD'09.]



Summary

e Search logs and browse logs can be used to
improve document modeling

— Verified by user studies

 Enriched models of documents considering log
data

— Central idea: using query terms and segments as
features

e Tackling sparsity of log data
— Clustering similar queries
— Smoothing



Challenges

* From document modeling to document
cluster/site modeling
— Several Web pages are often visited together

e Modeling temporal characteristics of search
activities
— Detecting bursts of new interests

e Many applications can be improved by using
search/browse log data
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Query Document Matching
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Search System \
>’ Query-Document Matching |<
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m
Query Model -t 2
Query Understanding .

e e = = - — o = =

7/
/

Document Model
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Doc Understanding

\

A ranked list of documents
in the descending order of
degrees matching the

query

Queries Documents
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Why Do Users Click?

e A user asks a query, a search engine shows a
list of results
e Why does a user click on a result?

— The result looks interesting, probably hinted by
the snippet information

 Why does a user click on another result?

— Possibly, the previous result clicked does not
(completely) satisfy the user’s information need



Clickthrough as User Feedback

e User clickthrough data provides implicit feedback
and hints about user preference on search results

e Using user clickthrough data, how can we
improve ranking?

* A naive method: promoting clicked answers,
demoting not-clicked answers

— Position bias: answers at higher positions may get
more clicks

— What about documents never been shown?



Learning Preferences from Clicks

Pair-wise versus list-wise preferences

— Pair-wise: between pages a and b, which one is more
preferable?

— List-wise: given a set of Web pages, sort them in preference
order

Clickthrough information used in learning
— What does a click tell us?
— What do a series of clicks tell us?

— What do a series queries and the corresponding clickthrough
information tell us?

Preference functions: binary, scoring function,
categorical/discrete

Applications: organic search and sponsored search



Major Methods

e Learning pair-wise preferences
e Sequential click models
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A Naive Method

e A clicked answer is more preferable than a non-
clicked answer ranked at a lower place

* For a ranking of results (d,, ..., d,) and a set C of
clicked results, extract a preference relation

d. <,dj X
for1<j<i,il C,andjl C
 Drawbacks: much information has not been used
— No comparison between clicked answers

— No comparison between non-clicked answers



What Do User Clicks Mean?

* For a ranking of results (d,, ..., d,) and a set C of
the clicked results

(Click > Skip above) for all pairs 1 <j<i, il C,and
jl C, R(d, d)
— (Last click > Skip above) leti| C be the rank of the

link that was clicked temporally last, for all pairs 1 <j <
i,jl C R(d;, d;) [more accurate emplrlcally]

e (Last click > No-click next) for all pairsil Candi+
11 C R(d,d,,)

 T.Joachims, L. Granka, B. Pan, H. Hembrooke, and G. Gay. Accurately
interpreting clickthrough data as implicit feedback. SIGIR'05.



Kendall’s t

e How can we compare two rankings of a set of m
documents?

 For two preference relations R and R’, let P be the
number of concordant pairs (a, b) such that R(a,
b) =R’(a, b), and Q be the number of discordant
pairs (a, b) such that R(a, b) # R'(a, b)

[(RR)= P-Q . &
| P+Q amao

—P+Q=m E‘EZ@




How Good Is a Preference Relation?

* For a preference relation R, the average precision
of R is bounded by 5
1. 4 +1%_1é.'. -0

AvgPredR) 2 I—[Q+E§

C

V2 = Ci=1t =+
where | is the number ofrelevant documents

e Learn a preference relation R maximizing
T (R,, R)dPr(g, RY)
e However, the ideal preference is unknown ...
— An SVM algorithm

* T.Joachims, Optimizing search engines using clickthrough data. KDD '02.



Query Chains

e Users often reformulate their queries to
approach a good representation of their
information needs (for the target search engine)

— “Lexis Nexis” A “Lexis Nexus”

 Query chain: a sequence of reformulated queries
asked by a user
— How can we use query chains to learn preferences?

e Filip Radlinski and Thorsten Joachims. Query chains: learning to rank from
implicit feedback. KDD'05.



Feedback Strategies

Filip Radlinski and Thorsten Joachims. Query chains: learning to rank from implicit

feedback. KDD'05.

e et A Click No-Click
Click >4 Skip Above First >gq Second
W |
LI q .Jq
X — m
| |
et A1 Click No-Click
Click >, Skip Above First 7 Second
T | ]
9 q q g
L] 44— ] | 1
n n — q| n IJ q
[ X — [ | [
| | | | ] |
_— Skip Earlier o Top Two
Click > Query Click > Earlier Query
1 1
9 g 9 g
'):(]T X ll X
| q | | | | q ]




Example

@)

Q O O

2
3

@)

X

O O O

No

S 01 &

da >g41 dy
ds >q1 da

ds >q2 ds
ds >q1 d3

Filip Radlinski and Thorsten Joachims. Query chains: learning to rank from implicit

feedback. KDD'05.
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Using Aggregated Clickthrough Data

The preferences learned from individual user
clickthrough data may not be highly reliable

Using intelligence of crowd — aggregating
clickthrough data from many users

— Let click(q, d) be the corresponding aggregate click
frequency of document d with respect to query q

— Let cdif(q, d;, d) = click(q, d;) — click(q, d;)
If cdif(q, d, dj) >0, d; >, d,

Z. Dou, R. Song, X. Yuan, J-R Wen. Are click-through data
adequate for learning web search rankings? CIKM'08.



Presentation Bias

e A useris more likely to click on documents presented

higher in the result set irrespective of relevance

— T.Joachims, L. Granka, B. Pan, H. Hembrooke, and G. Gay. Accurately interpreting clickthrough
data as implicit feedback. SIGIR'05.

A simple FairPairs algorithm
— LetR=(d, ..., d ) be the results for some query
— Randomly choose k| {0, 1} with uniform probability

— If k=0 (k =1), for all odd (even) numbers i, swap d. andd., ,
with probability 0.5

— Present R to the user, recording clicks on results

— Every time the lower result in a pair that was considered for
flipping is clicked, record this as a preference for that result over
the one above it

* Filip Radlinkski and Thorsten Joachims. Minimally invasive randomization
for collecting unbiased preferences from click-through data. AAAI'08.



Why Does FairPairs Work?

Let C; be the number of times a user clicks on d. when
d; is presented just above d.

Faeralrs designs the experiment such that ¢; is the

number of votes for (d; > d;) and c; is the number of

votes for (d; > d)

— The votes are counted only if the results are presented in
equivalent ways

Both sets of votes are affected by presentation bias in

the same way

Filip Radlinkski and Thorsten Joachims. Minimally invasive randomization
for collecting unbiased preferences from click-through data. AAAI'08.



Passive Learning

e A user often considers only the top-ranked
answers, and rarely evaluates results beyond the
first page
— The clickthrough data collected passively is strongly

biased toward documents already ranked highly

e Highly relevant results not initially ranked highly
may never be observed and evaluated

e F. Radlinski and T. Joachims. Active exploration for learning
rankings from clickthrough data. KDD'07.



Active Exploration for Learning

* |dea: presenting to users a ranking optimized to
obtain useful feedback

* A naive method: intentionally present
unevaluated results in the top few positions

— May hurt user satisfaction

e A principled approach: using a Bayesian approach

e F. Radlinski and T. Joachims. Active exploration for learning
rankings from clickthrough data. KDD'07.



Major Methods

e Learning pair-wise preferences
e Sequential click models
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Why Sequential Click Model?

e Pair-wise preferences are easy to learn, but
may not generate a ranked list
— Givena>b, b>c,and c > a, no ranking can be
generated
e Sequential click model: for a given query,
produce a ranking of documents

— Using a sequential click model, a search engine
can retrieve relevant documents that have not yet
been clicked for that query, and rank those
documents effectively



Click Bias on Presentation Order

 The probability of click is influenced by the
position of a document in the results page

* Click bias modeling: how probability of click
depends on positions

— Probability P(c|r, u, gq) that a document u

presented at position r is clicked by a user who
issued a query q



Baseline/Examination Hypotheses

e Baseline: no bias associated to the document
positions

— P(c|r, u, q) =P(a]u, q), where P(a|u, q) is the
attractiveness of document u as a result of query g

 The examination/separatability hypothesis: users

are less likely to look at results at lower ranks —

each rank has a certain probability P(e|r) of being

examined

— P(c|r, u, q) =P(e|r)P(alu, a)

— When P(e|r) = 1, we obtain the baseline

* Nick Craswell, Onno Zoeter, Michael Taylor, and Bill Ramsey. An
experimental comparision of click position-bias models. WSDM'08.



The Cascade Model

e Users view search results from top to bottom,
deciding whether to click each result before
moving to the next

— Each document is either clicked with a probability
P(a|u, gq) or skipped with a probability 1 —P(a|u, q)

— A user clicks never comes back; a user skips always

continues -
P(c|r,u,q)=P(alu,g)O (1- P(alu,q))
i=1
 Nick Craswell, Onno Zoeter, Michael Taylor, and Bill Ramsey. An
experimental comparision of click position-bias models. WSDM'08.



Empirical Study

 The cascade model performs significantly better
than the other models for clicks at higher ranks,
but slightly worse than the other models for clicks
at lower ranks

 What does the cascade model capture?

— Users examine all documents sequentially until they
find a relevant document and then abandon the
search

* Nick Craswell, Onno Zoeter, Michael Taylor, and Bill Ramsey. An
experimental comparision of click position-bias models. WSDM'08.



What Are Not Modeled Yet?

e What is the possibility that a user skips a
document without examining it

e |ninformational queries, a user may examine
documents after the first click — what is the
possibility?

— In navigational queries, a user tends to stop after the
first relevant document is obtained

 We need a user browsing model

e Georges E. Dupret, Benjamin Piwowarski. A user browsing model to
predict search engine click data from past observations. SIGIR'08.



The Single Browsing Model

e The probability that a user examines a document

depends on the distance from the document to the last
click

— Rationale: a user tends to abandon the search after seeing
a long sequence of unattractive snippets

e Assuming both attractiveness and examination be
Bernoulli variables

e Georges E. Dupret, Benjamin Piwowarski. A user browsing model to
predict search engine click data from past observations. SIGIR'08.



The Single Browsing Model

Assuming both attractiveness and examination be Bernoulli
variables
— P(alu,g)=a,2 (1-a,)"
— P(e|r,d)=g&(1—-gy)t™
— a,, is the probability of attractiveness of snippet u if presented
to a user who issued query q

— g4 is the probability of examination at distance d and position r
The full model: P(c, a, e|u, q, d, r) =P(c|a, e)P(e|d, r) P(a]u,
q) =P(cla, e) gf(1—gg)'ca, (1—-a,) '™

Georges E. Dupret, Benjamin Piwowarski. A user browsing model to
predict search engine click data from past observations. SIGIR'08.



Multiple Browsing Model

* Navigational versus informational queries

— In general, there may be a variety of many kinds of
user behaviors

e Build a mixture of single browsing models, and
use a latent variable m to indicate which is used
for a particular query ¢

_ P(e | F, d) m) = gdme(l — grdm)l_e

e Georges E. Dupret, Benjamin Piwowarski. A user browsing model to
predict search engine click data from past observations. SIGIR'08.



Logistic Model

e Model the logarithm of the odds of a click
— 0dds = P(c=1]|r,d, u, q)/(1 = P(c=1]r, d, u, q))
 The logarithms of the odds are regressed
against the explanatory variable
—Inodds=b,, +b,
— Odds = exp(b,,) + exp(b,y)

e Georges E. Dupret, Benjamin Piwowarski. A user browsing model to
predict search engine click data from past observations. SIGIR'08.



A Dynamic Bayesian Network Model

o B N For a given position i, C, is the
Q/Ef._l\i—f/ E_>1_,{(gi+l\} only observed variable
\_ K J LT/ indicating whether there was a
{ / click or not at this position. E,
f A, and S, are hidden binary
;f variables modeling whether
- /-f\ the user examined the URL,
LA [ Si ) the user was attracted by the
\T' \T/ URL, and the user was satisfied
R _ by the landing page,
( a ) H\ respectively
N/ N

Chapelle, O. and Zhang, Y. A Dynamic Bayesian Network Click Model for Web
Search Ranking. WWW'09.



Further Development

 Handling huge amounts of data

— Chao Liu, Fan Guo, Christos Faloutsos. BBM:

bayesian browsing model from petabyte-scale
data. KDD'09.

* Click chain model

— Fan Guo, et al. Click chain model in web search.
WWW'09.



Summary

User clickthrough data provides implicit feedback
and hints about user preference on search results

Clickthrough information used in learning

— Aclick A aseries of clicks A a series queries and the
corresponding clickthrough

Preference functions: binary, scoring function,
categorical/discrete

Applications: organic search and sponsored search



Challenges

There are still many problems remained open

How to learn preferences effectively about rare queries and
documents?

Context-aware preference learning

— Query “digital camera”

— About Cannon versus Nikon, different users may have different
preferences — how can we detect the preferences?

Temporal and burst sensitive preferences
— Query “Obama”
— More recent events may be more preferable

— Some milestone events (e.g., healthcare plan) may be more
preferable

— How to model, learn, and apply such preferences?
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Motivation for User Understanding

e Different users may have different intents
behind the same query

— Example “GMC”
— Cars? Medical Council?

General
Medical
Council

Regulating doctors
Ensuring good medical practice
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Personalization and Contextualization

 Personalization: creates a user profile for each user
to describe user preference
— If the user profile shows that the user often raises

medical-related queries, “GMC” is more likely to refer
to General Medical Council

* Contextualization: creates a context profile for
each search activity to characterize the search
environment
— If the user inputs query “Honda” and “Nissan” before

“GMC” in the same session, it is more likely the user is
searching for GMC cars



Personalization vS.Contextualization

e Same motivation

e Different approaches

e Complementary to each other

— In some cases, context profiles may be more accurate

 If a doctor submits “Nissan” and “Toyota” immediately before
“GMC” within the same session, the doctor is probably asking
about GMC cars, even though the user profile of the doctor
may contain many medical-related queries

— In some other cases, user profiles may be more useful
e A user may change her information need within a session



Methods for Personalization

om T Em mm Em mm mm Em Em Em Em Em Em Em Em Em e Em Em Em Em Em Em Em Em Em Em Em Em Em e Em Em Em Em Em Em Em ~

/ Online

[
|
|
|
|
|
|
|

- e e e e o o = =

User A's
Profile Personalization:

creates user profiles

e Click-based profiles, e.g.,
[Dou07]

* Term-based profiles,

Search/Browse e.g., [Teevan05][Tan06]

* Topic-based profiles,
e.g., [Pretschner99]
[Speretta05][Qiu06]
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Click-Based Personalization

Users tend to click on the results they clicked before
Clicked-based user profiles

— D, C -
For each user U,, | <9 Dy, Cur> C,;; is the number of
<Qy, Dy, Cyyp>

<Qy, Dy, Cp1>
<Qy, D3, Cip3>

times user clicked on

document D; as an
answer to query Q,

Applying click-based user profiles
JORNG 0]
— Personalized score O FY) g—Z——

— A user’s history is often sparse

Dou, Z. et al. A large-scale evaluation and analysis of personalized search strategies.
WWW’ 2007. 13



Term-Based Personalization

e BM25 model When user Using the documents

history is

|
Scordq,d) = & tféki;_l) w  available browsed by the user as
o | mmem) “relevance feedbacks”

tf.: frequency of term t;in d For each user U,

K, is a constant <t,/r,>
<t2,:r2>
<ty ry>
!
, Ll M 0 €Y 1™ ,
0 | 16— — v |
E I ™ Y I T

N: number of documents in the corpus

n.: number of documents containing t,

R: number of relevant documents

r: number of relevant documents containing t,

R: number of browsed documents
r.: number of browsed documents
containing t,

Teevan et al. Personalizing search via automated analysis of interests and activities. SIGIR’05.



Topic-Based Personalization

e Create a topic vector gV for each user u

— Each element p[c,] represents the probability that u is
interested in a topic G

— The probabilities are estimated from all search/browse
history of U

* Applying the topic-based profile
Yé a(hifiom ) i i Om® TE A oD Qe
— s(g,d) is the original score, dd;, G) is the probability that
document dj belongs to topic G

— The more the topic distribution of dj matches the user’s
topic profile, the higher personalized score dj receives

Pretschner, A. and Gauch, S. Ontology based personalized search. ICTAI’99. o
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Methods for Contextualization

Documents

— o o o o . oy,

Profile of q,

e Option 1: Directly creating a context-profile from the context information

e Similar to personalization
— The major difference is that contextualization usually considers a users’ short
history within a session, while personalization usually consider a user’s long
history over several days or even longer time
— Click-based profiles, e.g., [Dou07]; Term-based profiles, e.g., [Shen05]; Topic-
based profiles, e.g., [White09]

* Problem: context is very sparse
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Summarizing Context Profiles from Log Data

om T Em mm Em mm mm Em Em Em Em Em Em Em Em Em e Em Em Em Em Em Em Em Em Em Em Em Em Em e Em Em Em Em Em Em Em ~

7 Online \

—-— e o o o . o —

Documents

- e e e e o o = =

-
/

el e e e e e e

Context . o
Profile for q, Option 2: Summarizing
context profiles from log
\
 data

To address context sparsity
A context profile may be
summarized from many
users’ histories

A Hidden Markov Model
approach [Cao09]

Context
Profiles Search/Browse

Logs

e e e o e o o
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A HMM for User Sessions

—>-: Probability
dependency
=) . State

transition

: Multiple
clicks

Behind each search, a user bears a search intent in mind

(hidden state)
The user formulates queries and clicks search results

(observations)
Given a query g, and its context info O, , ,, we can infer
user’s search intent at time t and rank the search results ..



Learning Large Scale HMM from Logs

e How to define hidden states?

Queries

— Using click-through bipartite 30 o

c11

— A hidden state is represented by
a cluster of queries and URLs Py

e How to learn a very large HMM
from log data? “O
— Decompose the EM algorithm

into Map-Reduce structure and
deploy it in a distributed system



Training Large Scale HMM using Map-Reduce

Reduce Task Reduce Task —

1. Sort and group keys e 00 1. Sort and group keys

2. Update params 2. Update params g /4

N~

' 1. Initialization
™ | 2. Iteration

Map Task Map Task Map Task
1. Infer state seq 1. Infer state seq 1. Infer state seq
00
2. Gen key-val pairs 2. Gen key-val pairs 2. Gen key-val pairs | —
3. Partition function 3. Partition function 3. Partition function | [ & [vale
) Taluen, 1 =% Paom
t t t :l."rii!u;,_._-'t_r =3 : i*,-
(si.q;) | Value, 1 =3 Prm 9
Value, o =% Prm ).
(sitg) | Valuen 1 =}, Pam )
- - . Tl':rif!ﬂf,_._-] =3 _ Pam
Search Search Search S| Vet s ST s 2
Sessions Sessions Sessions Key-Val pairs in the map task

The training on 1.8 billion queries, 2.6 billion clicks, 840
million sessions finished in several hours. 143



Summarization for User Understanding

e Personalization and contextualization
— Both to address ambiguity

— Personalization creates a user profile for each user,
while contextualization creates a context profile for
each search activity

e Methods for personalization and
contextualization

— Clicked-based methods, term-based methods, topic-
based methods

— Summarizing context profiles from log data using a
Hidden Markov Model
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Monitoring Search Engine Using Logs

e Calculating a series of metrics from log data
— Query traffic
— Number of users
— Average click-through rate
— Etc.

* An excellent tutorial on search engine metrics
by Ali Dasdan, Kostas Tsioutsiouliklis, Emre
Velipasaoglu in WWW’10



Evaluating User Satisfaction Using Logs

e Evaluation at session level
— Sequential patterns
— Markov chains
— Layered Bayesian model



An Example of Sequential Behavioral
Patterns

 Define a vocabulary of five letters to describe sessions

e Explore correlations between sequential patterns and
user satisfaction

Pattern Freq. %SAT %PSAT %DSAT

SqLrZ 509 81 10 7 e Session starts (S)
SqLrLZ 117 75 15 9  Submits a query (q)
SqLrLrZ 82 73 13 13 e Result list returned (L)
SqLrqlLr™ R e Clicks a result (r)
SqlLrlLrLrZ 61 57 22 19 e Exits session (2)
SqlLrLr* 362 23 39 36

SqlLrLrLr* 129 20 37 42
SqlLrLrLrLr* 114 13 35 51

Fox et al. Evaluating implicit measures to improve web search. TOIS, 2005.



Limitations of Sequential Patterns

 The previous sequential pattern model has
several limitations

— Only “query” and “clicking a result” modeled
e May not capture user behavior well

— No aggregation on patterns

 May harm the generalization power on new sessions

— Hard to incorporate features which describe user
activities into the sequential patterns

e E.g., dwell time, whether first click in the session, etc



A Markov Chain Model

 Model rich types of user clicks with a Markov
chain [Hassan10]

— START: the user starts a new goal

— A query (Q)
— A click of any of the following types:
e Algorithmic Search Click (SR)
e Sponsored Search Click (AD)
e Related Search Click (RL)
e Spelling Suggestion Click (SP)
e Shortcut Click (SC)
e Any Other Click (OTH), such as a click on one of the tabs

— END: the user ends the search goal

Hassan, A. et al. Beyond DCG: user behavior as a predictor of a successful search, WSDM"10.



User Activity Markov Model

e The Markov model is defined as G = (V, E, w)

—V ={Q,SR,AD,RL, SP,SC,0OTH} is the set of possible
user actions during the session

— El V3V is the set of possible transitions between
any two actions

143
A

— w:E- [0..1]is the Gamd— - (SR 15
transition probability

from state s; to state s;

6 5 Goal 1: O 4s RL 15 SR 535 SR 118s END
e h Goal 2 Q3 Q 5: SR 10s AD 44= END
U (l h ) U_ .

Hassan, A. et al. Beyond DCG: user behavior as a predictor of a successful search, WSDM"10.



Predicting User Satisfaction

e Offline: label training sessions and train two
Markov models

— M, model: trained by success sessions
— M, model: trained by failure sessions
* Online: given a session S=(s,,...S,)
— Calculate the likelihood from both M, and M,

00 7Y ® Y hY
(1 i) g
Pred(S) = Mg
0 otherwise.

Hassan, A. et al. Beyond DCG: user behavior as a predictor of a successful search, WSDM"10.



Adding Time Features to Model

e Time distributions of state transitions are
different in successful and unsuccessful sessions

* Assume the transition time follows gamma
distribution E=2

 Time distributions .
incorporated into the
transition probabilities
of the Markov models

Hassan, A. et al. Beyond DCG: user behavior _ o . .
as a predictor of a successful search, Time distributions of SR = Q transitions

WSDM’10. for successful and unsuccessful sessions



Advantages of the Markov Chain Model

* Aricher vocabulary
— Capture more user behaviors

e Summarize user behaviors through transition
probabilities between states

— Predict user satisfaction for new sessions not in
the training data

e A probabilistic model

— Flexible to incorporate other features beyond the
sequence of activities



From Flat Model to Hierarchical Model

Chain level m

Search level Search Search

Page Level

Click level

Piwowarski, B., et al. Mining user web search activity with layered Bayesian networks
or how to capture a click in its context. WSDM'09. 155



A Bayesian Network Model

e Four hidden variables
— Chain, search, page, click

— Each hidden variable has a predefined number of
states

e Each hidden variable is associated with some
observed features
— Chain: # searches
— Search: # pages requested
— Page: # clicks

— Click: a) dwell time; b) whether “re-click”; c) relevance
judgement if available

Piwowarski, B., et al. Mining user web search activity with layered Bayesian networks
or how to capture a click in its context. WSDM'09.



Example of BN

N 2 N
(@ (Chain 1
o'l. ik .-_210 > o \
Search > Search | (# searches=2
'\\_ \
0! . 02+ 01 ‘0 '@ * 0O
Page | > Page — % Page # pages =3 Page # pages = 1,
0’ e 2o 0. 0 0
#clicks =0, | Click | > C]ick_ #clicks=2) (#clicks=0) [(#clicks=0
0+ O o' L9 0

_Delta = 3 seconds Reclic = no (Delta = 5 seconds) _Rec:]ic = nd_

Relevance = ()

Piwowarski, B., et al. Mining user web search activity with layered Bayesian networks

or how to capture a click in its context. WSDM'09.



Using BN to Predict User Satisfaction

* In the offline stage

— Learning model parameters

* In the online stage

— Given the observed values of a user session, infer
the distributions of states of the hidden variables

— Extract BN features
e Distribution of the states for each hidden variable

e Maximal likelihood of the BN
— Apply BN features to predict satisfaction

Piwowarski, B., et al. Mining user web search activity with layered Bayesian networks
or how to capture a click in its context. WSDM'09.



Summary of Monitoring and Feedback

 An important function of log data is to

monitor the status of the search engine and
collect user feedbacks

e Evaluating user satisfaction at session level
— Sequential patterns
— Markov chains

— Bayesian network



- O . O . S S S S S S R S S S S R S S R S S R S S e S e e e . e .

Query Representation sl User/Context Profiles Doc Representation
Query Understanding S User Understanding Doc Understanding

g >
: Search System 9‘ Query-Document Matching |( \|
: [Personalized/Context-aware] I
| A /I‘ ‘ :

> Enhai\ce ! |
: :
: I
\

—-— o - .

Challenges

Monitor &
feedback and Future

SrTrTrTr T Search/Browse Logs Trends

160



Challenges and Trends

Log Mining Applications

Search and Browse
Log Data

Example: Interpreting
user’s search intent

Example: Specially
designed programming
languages for log mining

Example: Privacy

preserving release of
log data
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Why Intent Interpretation

In traditional IR, queries are represented by
their terms

In Web search, queries are often short and
ambiguous

Accurately interpreting user intent from non-
perfect user queries is key to search engines

Trend: from term representation to intent
representation



Previous Approaches to User Intent
Representation

e By query classification

Commercial Goals (Nav., Info., or Trans)

Topics

Ad-hoc, and
application driven

Time sensitivity

Other dimension
ocality sensitivity

e By existing knowledge base
e By queries and clicked documents from log data
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Representing Intent by Knowledge Base

 An intent is represented by a collection of
Wikipedia concepts and categories [HUO9]

e Accurate and ra—
systematic, but 0' o o0 ® o0
may not adapt " | 3 ° LI
well to new search S EPC

o0 00
intents emerging ‘ ® 5’ ‘oo s [

from the users il reull @ b

Wikipedia nodes to represent the travel intent

Hu J., et al. Understanding user’s query intent with Wikipedia, WWW’09.
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Mining Intents from Log Data

 Mining click-through bipartite
— Each intent is represented by a collection of
similar queries as well as the clicked URLs [Cao09]

 Automatically adapt to emerging user
interests, but results not as good as human

edited knowledge base

Cao, H., et al. Towards context-aware search by learning a very large variable length
hidden markov model from search logs. WWW’09.



Future Work on Intent Representation

 Towards a systematic framework to represent
intents
— Including the multiple dimensions mentioned before
— Hierarchical granularity

e Example: domain- topic- concept

— Automatically adapting to emerging intents

e Joint efforts of log mining, Web page mining,
semantic Web, and natural language processing

For more information, please refer to WWW’10 tutorial

“Recent Progress on Inferring Web Searcher Intent” by Eugene Agichtein.




Challenges and Trends

Log Mining Applications

Search and Browse
Log Data

Example: Specially
designed programming
language for log mining

Example: Privacy

preserving release of
log data
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Map-Reduce Programming Model

e [tisimpossible to mine huge amounts of log data on a
single machine

e Map-reduce programming model

____________________________ -
Ir Map Task 1 I I Map Task 2 I | Map Task 3 I
[ L L '
[ L L '
[ L L '
[ L L '
[ L L '
[ L L '
1| Kvkivikew | | x I 1k kdw | kdw ks [l | kv | kwiaw |l
| Partitioning Functio | | Partitioning Functio I | Partitioning Function I

1

X

Reduce Task 2

________________

Dean, J. and Ghemawat, S. MapReduce: simplified data processing on large clusters. OSDI'04.



Challenges for Map-Reduce Model

e Some applications are hard to be expressed in
the map-reduce model

— E.g., multiplication of large-scale matrices
e Difficult for system to automatically optimize
execution plans

— Some complex applications may involve multiple
steps of map and reduce

— Implementation in C++ or C#



The SCOPE Language

 An example: find the queries which have been
requested for at least 1,000 times

SELECT query, COUNT(*) AS count e Similarto SQL
FROM "search.log" USING LogExtractor

GROUP BY query  No need to decompose a

HAVING count > 1000 job into map and reduce
ORDER BY count DESC; ° Opt|m|zat|on rules
borrowed from database

OUTPUT TO "qcount.result";

community

Chaiken, R., et al. SCOPE: easy and efficient parallel processing of massive data sets. VLDB'08



Challenge: Global Optimization

e The log mining system may receive hundreds of jobs
for each day

— Many jobs may consume the same data and share similar
computation steps

— The optimization rules borrowed from database system
target at optimizing a single job

g2 8182 gy

Common data access
Common computation

Global optimization needed




Challenges and Trends

Log Mining Applications

Search and Browse
Log Data

» Example: Privacy
preserving release of

log data
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The AOL Data Release

e AOL data release, 2006

— 650K users, 20 million Web search queries
— Users anonymized by hash functions, IP omitted

— User No. 4417749 was identified through her
qguery history by a newspaper journalist
e CTO resigned, 2 employees fired
e Class action law suit pending
e CNN Money: “101 dumbest moments in business”

Michael Arrington (2006-08-06). "AOL proudly releases massive amounts of user search data". TechCrunch.
Barbaro, M. and Zeller, T. 2006. A face is exposed for AOL searcher no. 4417749. In The New York Times.
Horowitz, A. et al. 101 dumbest moments in business, the year’s biggest boors, buffoons, and blunderers. In CNN
Money, 2007.



Private Information in Log Data

e Direct identity information

— Social security number, credit card number, driver’s license
number, address, phone number, email address, etc

e Indirect identity information

— DOB, zip code, gender, age, etc

— May identify a person when joined with other data sources
e Potentially sensitive subjects

— Health condition, financial condition, political affiliation,
religious affiliation, etc

— Dependency on identity information

Cooper, A. A survey of query log privacy — enhancing techniques from a policy perspective.
ACM Transactions on the Web. 2008.



Privacy-Preserving Log Release

e Typical steps in breaching privacy
— Step 1: link all query terms related to an individual

— Step 2: find private information from the linked
gueries

* Approaches to privacy-preserving log releasing
— Breaking the linkage of queries, e.g., [Korolova09]

— Scrubbing private information from queries, e.g.,
[Kumar07][Adar07][Xiong07]



Future Directions (1)

 Metrics for privacy and utility

— Any privacy-preserving technique is a tradeoff
between privacy and utility

e Example: deleting user IDs => losing sessions
— Each previous work targeted at particular

applications and had its own definitions of
privacy and utility

— Need explicit and general metrics for privacy
and utility

Xiong L. and Agichtein, E. Towards privacy-preserving query log publishing.
Workshop at WWW’07.



Future Directions (2)

 Approaches from other communities
— Database community
— Network community

Adar, E. User 4xxxxx9: anonymizing query logs. Workshop at WWW’07.
Xiong L. and Agichtein, E. Towards privacy-preserving query log publishing.
Workshop at WWW’07.



Future Directions (3)

* Technical solutions plus policy-based protections
— Privacy laws
— Privacy policies
— Confidentiality and licensing agreements
— Institutional review boards

Cooper, A. A survey of query log privacy — enhancing techniques from a policy perspective.
ACM Transactions on the Web. 2008



Summary for Challenges and Future Trends

* Alog mining system consists of three layers
— Application layer

e Example: from text matching to intent matching

— Infrastructure layer

e Example: Specially designed programming languages
for log mining

— Data layer

e Example: Privacy preserving release of log data



Summary of Tutorial

Section 1: introduction

— Search and browse logs, overview of log mining applications,
four frequently used summarizations on log data

Sections 2-5

— How log data enhance query understanding, document
understanding, query-document matching, user understanding

Section 6
— Another important function of log data: monitor and feedback

Section 7
— Challenges and future trends
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